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Efficiently Computing Messages that Reveal
Selected Inferences While Protecting Others

Matthew P. Johnson, Liang Zhao and Supriyo Chakraborty

Abstract—We study a fine-grained model in which a perturbed
version of some data (D) is to be disclosed, with the aims of
permitting the receiver to accurately infer some useful aspects
(X = f(D)) of it, while preventing her from inferring other
private aspects (Y = g(D)). Correlation between the bases for
these inferences necessitates compromise between these goals.
Determining exactly how the disclosure (M ) will be probabilisti-
cally generated (from D), somehow trading off between making
I(M ;X) large and I(M ;Y ) small, is cast as an algorithmic
optimization problem. Chakraborty et al. 2013 [1] provided
optimal solutions for the two extreme points on these objectives’
Pareto frontier: maximizing I(M ;X) s.t. I(M ;Y ) = 0 (“perfect
privacy”, via linear programming (LP)) and minimizing I(M ;Y )
s.t. H(X|M) = 0 (“perfect utility”, for which the trivial solution
M = X is optimal).

We show that when minimizing I(M ;Y ) − βI(M ;X), we
can restrict ourselves w.l.o.g. to solutions satisfying several
normal-form conditions, which leads to 1) an alternative convex
programming formulation when β ∈ [0, 1], which we provide a
practical optimal algorithm for, and 2) proof that M = X is
actually optimal for all β ≥ 1. This solves the primary open
problem posed by [1]. (It also provides a faster solution than
[1]’s LP for the “perfect privacy” special case.)

I. INTRODUCTION

IN a wide variety of applications, (perturbed) data is shared
subject to conflicting objectives involving accuracy and

privacy: the provider derives utility from the resulting actions
or information-processing performed by the receiver, but at the
same time she may wish, for privacy reasons, to shield certain
sensitive portions of the data or prevent the receiver from
drawing certain valid but undesirable inferences from it. For
example, a medical application might usefully infer breathing
irregularities from respiration sensor data, but the same data
could also undesirably reveal smoking habits or the onset
of stress [2]; or, apps might usefully infer phone orientation
or user activity from accelerometer data, but the data could
also undesirably reveal keystrokes or user speech [3], [4], [5].
Modern apps are capable of making a variety of inferences
from sensor data [6].

We study this dilemma within the setup of Chakraborty et
al. [1] (see also [7], [8]), which gave an information-theoretic
model of such privacy/utility tradeoffs, posing them as bicrite-
ria optimization problems. Given a discrete probability distri-
bution p(D,X, Y ), where D is a random variable representing
the recorded data, X represents the class of whitelisted utility-
providing inferences we wish the recipient to be able to draw,
and Y represents the blacklisted sensitive inferences we wish
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to keep private, the task is to construct a privacy-preserving
mapping of the data, i.e., a conditional distribution p(M |D)
probabilistically generating a message M , with the twin goals
of making I(M ;X) large and I(M ;Y ) small. Correlation
between X and Y forces us to compromise, somehow trading
off between the two goals. Greedy algorithms for related
models (with M ’s distribution restricted to the form p(M |X))
have been tested on real-world data sets such as 1994 US 1994
Census data, where X subsumed (quantized versions of) age,
gender, and education level, and Y subsumed age and income
level [7]. A practical implementation of the blacklist/whitelist
privacy/utility framework, applied to sensor data shared with
Android apps, was deployed as ipShield [9].

Prior algorithmic work with optimality guarantees in [1]
was limited to the two extreme points of the tradeoff:
1) optimizing utility under a constraint of “perfect” pri-
vacy (max

perfP
I(M;X), where “perfP” denotes the constraint

I(M ;Y ) = 0), which was optimally solved by linear pro-
gramming (LP), and 2) optimizing privacy under a constraint
of “perfect” utility (min

perfU
I(M;Y), where “perfU” denotes the

constraint H(X|M) = 0), where the trivial solution M = X
was shown to be optimal.

In this paper we close the gap between these two extreme
points, considering all possible intermediate privacy/utility
tradeoffs, i.e., solutions to the problem of minimizing

I(M ;Y )− βI(M ;X), (1)

for all possible weights β ≥ 0. Such solutions are Pareto-
optimal, meaning that (beneficially) reducing I(M ;Y ) further
would require (harmfully) reducing I(M ;X), and vice versa.
“Considering mutual information as both the privacy and util-
ity measure,” the authors of [10] write (even with the p(M |X)
restriction), “the optimal utility-privacy trade-off curve ... is
not a straightforward problem.”
Contributions. Our main results, concerning the computation
of Pareto-optimal solutions to (1), for any privacy/utility
tradeoff weight β ≥ 0, are:

1) proof that we can restrict ourselves w.l.o.g. to solutions
satisfying several normal-form conditions, which lead to:

2) for all β ∈ [0, 1]:
a) an alternative formulation of the optimization problem

as a convex program, which admits:
b) a practical combinatorial optimization algorithm, and

3) for all β ≥ 1: proof that the trivial solution M = X is
also optimal for these cases.

This solves the primary open problem posed by [1]. (It also
provides a faster solution than [1]’s LP for the “perfect
privacy” special case.)
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Related work and models. Our work, while broadly mo-
tivated by the approaches of [11], [12], [13], [7], differs in
several ways: it does not involve multi-user databases, for
example, and it optimizes mutual information-based cost func-
tions. Rather, the problem we study generalizes two previously
studied problems in which a message M is probabilistically
generated in support of competing privacy and utility goals
(see Table I): in Information Bottleneck (IB) [12], M is
defined by a distribution p(M |Y ), and in Privacy Funnel [7]
/ Filter [8], it is defined by a distribution p(M |X), whereas
our M (in the “full data” setting [14]) is defined by p(M |D)
or (after Sec. III-A’s normalization) by p(M |X,Y ).

Organization. After related work, we review and extend the
model of Chakraborty et al. [1] in Sec. III, proving that
we can assume w.l.o.g. several normal-form properties of
problem instances and of solutions, in Secs. III-A and III-B,
respectively. Leveraging this normal form, we obtain a convex
programming problem formulation and a resulting optimal
combinatorial algorithm in Sec. IV. We conclude in Sec. V.

II. RELATED WORK

Research on privacy has recently attracted a lot of attention.
For data disclosures from traditional multi-user databases,
the privacy problem is defined as the protection of sensitive
attributes of a user while preserving the utility of the released
information. Various anonymization-based techniques [15],
[16], [17], and structured-noise-based techniques [18], [19],
[20], [21], [22], [23] have been proposed to protect database
privacy while maintaining utility. An information-theoretic
treatment of the database privacy problem using rate distortion
theory is provided in [11]. The focus of that work is on
collective privacy for some or all entries in a database through
asymptotic guarantees on the average remaining uncertainty
per database entry. The uncertainty is modeled as conditional
entropy of input variables given the released output, normal-
ized by the number of input variables.

Differential privacy frameworks such as Pufferfish [23] and
the Blowfish [24] allow users to specify blacklist inferences,
but other than the issued query do not admit whitelists.
In [25], [26], the privacy utility problem is considered within a
statistical decision theory framework. Upper and lower bounds
are provided on the convergence rates of statistical estimators
on differentially locally private data. The bounds hold across
inferential procedures regardless of the mechanism used for
achieving differential privacy. For a locally private setting,
in [27] a differentially private feature selection algorithm
is used to compute a differentially private histogram while
preserving the utility of various machine learning algorithms.
The above techniques complement our approach, and help us
better understand the utility implications of our technique.

Information-theoretic frameworks for inference privacy have
been proposed in [13] and extended in [7], [8]. Scalability was
addressed by [28] by clustering for dimensionality reduction
before applying the techniques of [13]. An “amplification”
methodology for limiting privacy breaches was proposed
by [29], mapping multiple private inputs to the same output.
This motivated the way we organize the distribution p(X,Y ),
grouping according to Y values.

TABLE I: Algorithmic results for MI-based privacy-preserving map problems
minimizing I(M ;Y ) and maximizing I(M ;X). The three roles’ rv’s are
renamed consistently: X ∼ useful, Y ∼ sensitive, M ∼ message released.
Running times (linear/polynomial/exponential) are as a function of |X × Y|.

setting dependency algorithm(s) solution time

info. IB)
bottleneck

X → Y → M
p(M |Y )

iterative [12] local opt poly

privacy (PF)
filter/funnel

Y → X → M
p(M |X)

greedy [7] local opt poly

- perfect privacy special case: search+LP [10] optimal exp

full data p(M |X,Y )
- perfect utility special case: M = X [1] optimal lin

- perfect privacy special case: linear program [1] optimal poly

- when β ∈ [0, 1]: iterative & convex
program (this paper) optimal exp

- when β ≥ 1: M = X (this paper) optimal lin

Privacy and utility measures. A variety of cost functions
have been used for measuring privacy and utility in works
attempting to trade off between these two goals. These include:
expected distortion for utility cost, and mutual information,
maximum information leakage, or information privacy for
privacy cost [13]; operational metrics such as maximal leakage
[30], [31]; rate-distortion for utility cost and mutual informa-
tion for privacy cost [11], [32]; minimum mean-square error
and probability of error utility cost [10]; estimation-theoretic
χ2-based measures of privacy and utility [33].

Justifying mutual information (MI)-based measures. MI-
based metrics have been used for both privacy and utility by
a number of authors besides Chakraborty et al. [1], including
Makhdoumi et al. [7], Asoodeh et al. [8] and (though initially
motivated in terms of compression rather than privacy) Tishby
et al. [12], besides those mentioned above who used MI-based
metrics for one or the other. Makhdoumi et al. [7] justify
their use of MI-based metrics in terms of their relationship
to log-loss costs, observing that when M is revealed, a) the
expected value (over p(M,Y )) of an adversary’s reduction in
log-loss cost from − log p(y) to − log p(y|m) (or, the log-
loss inference cost) equals (citing [13]) I(M ;Y ), and b) the
expected value (over p(M,X)) of the log-loss distortion cost
− log(x|m) equals H(X|M), i.e., I(M ;X) less than the a
priori cost H(X). They also show that for any cost function
bounded by a constant C, the expected log-loss inference cost
is O(C)

√
I(M ;Y ). Note that we can analogously say that

the delta between the expected distortion cost and H(X) is
O(C)

√
I(M ;X). Finally, the authors of [33] recommend the

use of MI as privacy metric (instead of maximum leakage)
and conditional entropy (i.e., maximizing MI) as utility metric
for the high-privacy regime.

Comparison to other MI-based problems. As mentioned
above, most closely related to our work (see Table I) are the
models of Information Bottleneck (IB) [12], [34], [35] and of
the Privacy Funnel [7] / Filter (FP) [8]. Although IB was first
presented in terms of data compression, both models involve
jointly optimizing two conflicting objectives (translated to our
notation): maximizing I(M ;X) and minimizing I(M ;Y ).
(They can be formulated either as optimizing a weighted sum
of the two quantities or as optimizing one subject to a bound
on the other.) The subtle but crucial difference lies in how
M ’s distribution is constructed: IB’s M distribution p(M |Y )
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is conditional on Y , and PF’s M distribution p(M |X) is
conditional on X , whereas in our model (called the “full data”
setting in [36]) M ’s distribution p(M |X,Y ) is conditional on
both X and Y . We quoted [10] above on the challenge of
optimizing the privacy-utility curve even for PF’s p(M |X);
moreover, Wang et al. [36] have shown that the greater search
space, and thus expressive power, of full data’s p(M |X,Y )
results in an achievable region of (privacy,utility) costs that
subsumes the achievable regions of both PF’s p(M |X) and
IB’s p(M |Y ).

Algorithms for MI-based problems. IB has well known
polynomial-time algorithms, including a locally optimal itera-
tive algorithm [12] (the basis for our optimal algorithm in this
paper) and an “agglomerative” greedy algorithm [37], which
was adapted to PF by Makhdoumi et al. [7] (where it is again
polynomial-time and non-optimal). Chakraborty et al. [1]
provided an exponential-size linear program optimally solving
the perfect privacy special case of the full data setting. Very
recently, Rassouli and Gündüz [10] gave a similar exponential-
size LP optimally solving PF’s perfect privacy special case.1

(Asoodeh et al. [8] characterize this setting in the binary case.)
In terms of performance, the two algorithms we give in this
paper (a convex program and an adaptation of IB’s iterative
algorithm) are of the latter type: optimal and exponential-time.

III. PRELIMINARIES

In this model, a data provider possesses a discrete random
variable (rv) D. She wishes to share information about the
whitelist specified by the rv X = f(D), but wants to keep
the blacklist specified by rv Y = g(D) private. Following
Chakraborty et al. [1]’s model and terminology, X and Y
are assumed to be deterministic functions of D. The task is
to determine how the message M is generated from D, i.e.,
to compute a distribution p(M |D), in an effort to trade off
between the goals of utility (M provides a lot of information
about X) and privacy (M reveals only limited information
about Y ). Since p(D) is specified by the problem instance,
we can equivalently speak in terms of computing the joint
distribution p(M,D).

Notation. Capital letters will denote random variables, e.g.,
D,X, Y,M , defined on finite alphabets D,X ,Y,M, respec-
tively, and individual members of them denoted by lowercase
letters d, x, y,m. When one of these lowercase member vari-
ables appears in a summation or set notation, it should be
understood to range over the entire corresponding alphabet
unless otherwise restricted. To simplify notation we let capital-
letter inputs to p(·) denote an entire discrete distribution,
i.e., a set of probability values ranging over all possible
inputs, e.g., p(M |Y ) = {p(m|y)}m,y , p(M) = {p(m)}m,
p(X|M) = {p(x|m)}m,x.

Based on the p(D) given and the p(M |D) computed, we
incur two costs.

1Although both LPs admit optimal solutions assigning positive probability
to only a polynomially many variables (corresponding to message types), both
contain an exponential number of variables, Ω(|X ||X|/2) in the latter’s case.

Definition 1. For distributions p(D) and p(M |D), the utility
cost δU (M) and the privacy cost δP (M) are:2

δU (M) := 1− I(X;M)

H(X)
=

H(X|M)

H(X)
;

δP (M) :=
I(Y ;M)

H(Y )
= 1− H(Y |M)

H(Y )
.

We state the definitions involving m in terms of conditional
probabilities rather than joint probabilities in order that a
(potential) message m can be unambiguously identified with
its support even if it is not used, i.e., if p(m) = 0.

A. Normalizing Problem Instances

We now state the first of several normalization assumptions
that will be used to simplify our analysis w.l.o.g.

Condition 1. If p(d1, x, y) > 0 and p(d2, x, y), then d1 = d2.

We prove (see App. A) that given any input distribution
p(D) violating this condition, we can merge the rows involved
together, obtaining a modified input distribution without af-
fecting the set of achievable solution cost pairs (δU , δP ).
Applying this procedure can be thought of as a preprocessing
step performed on the problem instance.

Identifications. Thus each value d can w.l.o.g. be identi-
fied with (i.e., is uniquely specified by) the pair (x, y) =
(f(d), g(d)), and hence specifying p(X,Y ) is equivalent to
specifying p(D). Henceforth, therefore, we discard p(D)
and treat p(X,Y ) as specifying the problem instance, and
p(M |X,Y ) as specifying the problem solution. (Now f(·)
and g(·) are simply projections from (x, y), in the relational
databases sense.)

Definition 2. The support of m is the set S(m) = {(x, y) :
p(m|x, y) > 0} and the support of (x, y) is the set S(x, y) =
{m : p(m|x, y) > 0}. Similarly, S(m,x) = {y : p(m|x, y) >
0} and S(m, y) = {x : p(m|x, y) > 0}. We say (x, y,m)
appear together if p(m|x, y) > 0, and similarly for (x,m)
and (y,m); we say (x, y) appear together if p(x, y) > 0.

Tradeoff between objectives. The parameters δP , δU ex-
pressed in terms of information-theoretic notions conveniently
capture the tradeoff between privacy and utility. The smaller
δU (M) is, the more useful M is in determining X , and the
smaller δP (M) is, the more private Y remains after M is
revealed. We refer to δU = 0 as the perfect utility case (in
which H(X|M) = 0 and therefore X can be perfectly inferred
from M ) and to δP = 0 as the perfect privacy case (in which
I(Y ;M) = 0, i.e., H(Y |M) = H(Y ), and therefore Y is
independent of M ). Analogous to false-alarm/missed-detection
tradeoffs [40], in general (i.e., whenever I(X;Y ) > 0) it is
not possible to achieve perfect utility and perfect privacy at the
same time (see Fig. 1b), while optimizing for either on its own
would be trivial. The two extremes in terms of how we can
trade off between the two goals are optimizing δU subject to
the constraint that δP = 0 (min

perfP
δU) and vice versa (min

perfU
δP).

2The quantity I(R;S)
H(R)

has previously been used as the definiens of
[38]’s “uncertainty coefficient” U(R|S) and [39]’s “coefficient of constraint”
C(S|R).
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I(X;Y )

=

I(M;Y )

X = M
Y

(a) OptP PerfU.

I(X;Y )

I(M;Y )

H(X|M)

X Y

M

(b) General situation.

I(X;Y )

=

H(X|M)

H(X|Y )

=

H(M)

X Y

M

(c) OptU PerfP (ideal).

Fig. 1: Illustration of the relationships between random variables X,Y,M under different scenarios: PerfU (upper left points in Fig. 2 below), intermediate
points on the Pareto frontier, and PerfP (lower right points in Fig. 2; typically the optimal solution will have H(X|M) > I(X;Y )).

More generally, we can seek to optimize one of the ob-
jectives given a bound c on the value of the other, i.e.,
min{δP (M) : δU (M) ≤ c} or min{δU (M) : δP (M) ≤ c}.
Note that these two problems are equivalent in the sense that
if we can solve one of them then we can solve the other to
arbitrary precision through binary search. A third equivalent
formulation of the problem is to minimize a weighted average
of the two objectives (for some constant β ≥ 0):

L[p(m|d)] = δP (M) + βδU (M),

or equivalently (after appropriate normalization):
L[p(m|d)] ∼ I(M ;Y )− βI(M ;X).

Many inference functions. We remark that the model
immediately generalizes to multiple whitelisted inferences
X1=f1(D), ..., Xj=fj(D) and multiple blacklisted inferences
Y1=g1(D), ..., Yk=gk(D) in the sense that the vector of letters
(x1, ..., xj) can be encoded as one letter in a larger alphabet
�X , and similarly (y1, ..., yk) in a larger alphabet �Y , albeit with
the proviso that while any upper bound c on I(M ; �Y) implies
bound c on each I(M ;Yk), a lower bound on I(M ; �X ) of
course will not bound the individual I(M ;Xj) values.

B. Normalizing Problem Solutions
Given discrete input distribution p(X,Y ) on space X ×Y ,

the solution to construct is a discrete conditional probability
distribution p(M |X,Y ), but M ’s alphabet M is not predeter-
mined. Therefore, there is no a priori bound on the number
|M| of possible messages, or on any sort of shared structure
among them.

Chakraborty et al. [1] nonetheless obtained a linear
programming-based solution (with solution variables corre-
sponding to probabilities p(m)) to min

perfU
δP by proving a series

of conditions that can be assumed w.l.o.g. to hold on optimal
solutions, which permitted them to restrict their attention to a
finite class of message types (with the number depending on
p(X,Y )), and to solutions assigning positive probability to at
most one message of each type. What specifies the type of a
given message m is its support S(m) = {(x, y)|p(m|x, y) >
0} ⊂ X × Y . The structure of p(M |X,Y ) can be visualized
as a table (see the first 12 columns of Table II), where each
row corresponds to a pair (x, y) (omitted if p(x, y) = 0)
and each column corresponds to one member of this class of
special message supports. Their LP’s solution variables are the
probabilities p(m) for each column m. For a given solution

p(M), the probabilities p(m|x, y) for each (x, y) ∈ S(m)
(denoted by subscripted letters in Table II) are computed
based on p(m), while all other probabilities p(m|x′, y′) are
automatically zeroed out.

They define this message class, and they prove that they can
restrict search for optimal solutions p(M |X,Y ) to it w.l.o.g.
by proving that there always exist optimal min

perfP
δU solutions

satisfying several conditions.
First they observe that, M and Y are independent in

optimal min
perfP

δU solutions, although this is not the case for

Pareto-optimal solutions in general. Then (via an intermediate
property) they show there are optimal min

perfP
δU solutions in

which (for any message m being assigned p(m) > 0) each
pair (m, y) is associated with exactly one x, meaning that
each message will appear with exactly |Y| of the inputs X×Y .
(Observe that in each y band within each of the first 12 column
of Table II, all but exactly one of the cells is zeroed out.)

For Pareto-optimal solutions we must relax this, replacing
“exactly one” with “at most one”: it is now possible that
p(y|m) = 0, with m appearing with fewer than |Y| inputs (see
columns 13-35 of Table II, as well as the example solutions
shown in Fig. 2).

Condition 2. ∀(m, y) |S(m, y)| ≤ 1.

This condition guarantees that for every triple (x, y,m), the
probability p(x|y,m) is either 1 or 0, a property that will be
used throughout our analysis. (Observe that in columns 13-35
of Table II, in each y band, at most one cell is not zeroed out.)

We justify our restriction to solutions satisfying this condi-
tion by proving that any solution violating the condition can
be transformed (by splitting the offending message column
into multiple new message columns) into a new solution
satisfying it, where I(M ;Y ) is unchanged and I(M ;X) is
either unchanged or improved. The proof of the effect on
solution cost (see App. B) involves two applications of the
Data-Processing Inequality.

Another assumption implicitly relied on by [1] is that no
two distinct messages will have the same support.

Condition 3. S(m1) = S(m2) implies m1 = m2.

We prove this (see App. C) by showing that any solution
satisfying Cond. 2 but violating Cond. 3 can be transformed
(by merging the duplicate message columns together) into a
solution satisfying both, and whose cost I(M ;Y )−βI(M ;X)
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M

DXY 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35
1 1 1 a1 a2 a3 a4 0 0 0 0 0 0 0 0 a13a14a15a16a17 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

2 2 1 0 0 0 0 a5 a6 a7 a8 0 0 0 0 0 0 0 0 0 a18a19a20a21a22 0 0 0 0 0 0 0 0 0 0 0 0 0

3 3 1 0 0 0 0 0 0 0 0 a9 a10a11a12 0 0 0 0 0 0 0 0 0 0 a23a24a25a26 a27 0 0 0 0 0 0 0 0

4 1 2 b1 b2 0 0 b5 b6 0 0 b9 b10 0 0 b13 0 0 0 0 b18 0 0 0 0 b23 0 0 0 0 b28 0 0 0 b32 b33 0 0

5 2 2 0 0 b3 b4 0 0 b7 b8 0 0 b11b12 0 b14 0 0 0 0 b19 0 0 0 0 b24 0 0 0 0 b29 0 0 0 0 b34 b35
6 1 3 c1 0 c3 0 c5 0 c7 0 c9 0 c11 0 0 0 c15 0 0 0 0 c20 0 0 0 0 c25 0 0 0 0 c30 0 c32 0 c34 0

7 3 3 0 c2 0 c4 0 c6 0 c8 0 c10 0 c12 0 0 0 c16 0 0 0 0 c21 0 0 0 0 c26 0 0 0 0 c31 0 c33 0 c35

TABLE II: General structure for Pareto setting (for an example choice of X and Y ). For each m ∈ {1, . . . , 12}, p(m) = am
p(Y =1)

= bm
p(Y =2)

= cm
p(Y =3)

,
i.e., am = p(m)p(Y = 1) (and analogously for bm and cm). Columns 13-35 represent messages whose supports omit at least one (but not all) of the Y
values. For each m ∈ {13, . . . , 35}, am = p(m|Y = 1)p(Y = 1) when am is defined, and 0 otherwise (and analogously for bm and cm). The table is
thus entirely determined by the choice of the values p(m|y) for m ∈ {1, . . . , 35}, y ∈ {1, . . . , 3}.

is no worse than the original solution’s. After arguing (using
the DPI) that proving this for the case of β = 1 will imply the
result for all β ∈ [0, 1], we express the reduction in cost as the
sum of terms that must be nonnegative due to the concavity
of entropy.

Let S be the set of all possible message supports consistent
with Conds. 2-3. The “choice” that a given support makes
concerning y is to either choose one (x, y) ∈ g−1(y) or else
choose no such (x, y). Each support can be thought of as one
combination of such choices for all y values, which implies
that |S| =

∏
y∈Y

∣∣g−1(y) + 1
∣∣ − 1, where |M| ≤ |S| (see

Fig. 2). Under Conds. 2-3, therefore, we an assume that our set
of all possible messages M corresponds to the set of message
supports S .

C. Problem Formulation

We know we can restrict ourselves to solutions satisfying
|S(m, y)| ≤ 1, ∀y (Cond. 2). For any pair (m, y) satisfying
|S(m, y)| = 1, we use xm,y to denote the unique element in
S(m, y). Using the following deduction:

p(m|x, y) = p(m,x, y)/p(x, y)

= p(x|m, y)p(m|y)p(y)/p(x, y)

=

{
p(m|y)/p(x|y) if x = xm,y

0 otherwise (C2)

we can express the objective function completely in terms
of the distribution p(M |Y ), which in turn determines the
distributions p(M) and p(X|M):

FM |Y := I(M ;Y )− βI(M ;X)

=
∑
m,y

p(m|y)p(y)
(
log

p(m|y)
p(m)

− β log
p(xm,y|m)

p(xm,y)

)

(FM |Y )

In addition, let F3 indicate the function that is identical to
FM |Y , except that it takes three sets of parameters p(M |Y ),
p(M), and p(X|M), which are permitted to vary indepen-
dently. F3 will be used in the analysis below.

We know that we can further restrict ourselves to no
duplicate supports (Cond. 3). Thus m is understood to range
over the set M throughout. Therefore we formulate the

problem as the following mathematical program (with implicit
nonnegativity constraints on all variables p(m|y) not shown):

Problem 1
(Inst: p(X,Y ), Sol: p(M |Y ))

minFM |Y = I(M ;Y )− βI(M ;X)

s.t.
∑

m∈S(x,y)

p(m|y) = p(x|y) ∀x, y

(P1)

IV. OPTIMIZING THE PARETO FRONTIER

In this section, we study the Pareto-optimal solutions, even-
tually developing an iterative algorithm for computing optimal
solutions to P1, analogous to the IB iterative algorithm. Unlike
in IB, in our problem setting the choice of what message M
to emit is made after observing the realizations of both X
and Y , and so it is natural to represent M ’s distribution as a
conditional distribution p(M |X,Y ), depending explicitly on
both X and Y . In fact, the normal form on solutions defined
in the Sect. III-B (see Table II), permits us to fully specify a
solution by a conditional distribution p(M |Y ), since p(M |Y )
determines p(M |X,Y ) due to the message space structure,
simplifying the analysis. Nonetheless, we emphasize that to
use the solution to probabilistically generate realizations m
requires observing both realizations x and y: as can be seen
by examining Table II, rows agreeing on y but not on x induce
different distributions on M .

Analyzing the structure of P1’s local optima leads to a
trivial solution of M = X when β ≥ 1, and to a set of
self-consistent equations when β ∈ [0, 1]. The latter, together
with some convexity results, lead in turn to an optimal iterative
algorithm for β ∈ [0, 1] (as well as the observation that P1’s
formulation is a convex program).

A. Analyzing P1’s Local Optima
We begin by analyzing the structure of P1’s local optima,

adapting and extending the analysis of [12]. We prove the
following result by defining a Lagrangian of FM |Y and taking
partial derivatives.

Theorem 1. A feasible solution to P1 is a local optimum iff

p(m|y) = 1

Z(xm,y, y)

(
p(m)

(p(xm,y|m)

p(xm,y)

)β)
, ∀m, y, (2)

where Z(x, y) = 1
p(x|y) ·

∑
m∈S(x,y)

(
p(m)

(
p(x|m)
p(x)

)β
)

.
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Proof. The constraints in P1 are equivalent to constraints∑
m p(m,x, y) = p(x, y) ∀x, y under C2, because

p(x, y) =
∑
m

p(m,x, y)

=
∑
m

p(x|m, y)p(m|y)p(y) =
∑

m∈S(x,y)

p(m|y)p(y).

In order to find local optima, we construct the following
Lagrangian with parameters p(m|y):

L := I(M ;Y )− βI(M ;X)

−
∑
x,y

λ(x, y)
( ∑

m∈S(x,y)

p(m|y)− p(x|y)
)
. (L)

Using these equalities:

p(m) =
∑
y

p(m|y)p(y),

p(m,x) =
∑
y

p(m,x, y) =
∑
y

p(x|m, y)p(m|y)p(y),

=
∑

y∈S(m,x)

p(m|y)p(y),

we compute the following partial derivatives:
∂p(m)

∂p(m|y)
= p(y), (3)

∂p(m,x)

∂p(m|y)
=

{
p(y) if x = xm,y

0 otherwise , (4)

∂p(m|x)
∂p(m|y)

=

{
p(y)/p(x) if x = xm,y

0 otherwise . (5)

These allow us to compute these two partial derivatives:
∂I(M ;Y )

∂p(m|y)
=

∂

∂p(m|y)
∑
m′,y′

p(m′, y′) log
p(m′|y′)
p(m′)

=
∑
m′,y′

(
∂p(m′, y′)

∂p(m|y)
log

p(m′|y′)
p(m′)

+

p(m′, y′)
∂ log p(m′|y′)

∂p(m|y)
− p(m′, y′)

∂ log p(m′)

∂p(m|y)

)

= p(y) log
p(m|y)
p(m)

+
p(m, y)

p(m|y)
−
∑
y′

p(m, y′)p(y)

p(m)

= p(y) log
p(m|y)
p(m)

+ p(y)− p(y) = p(y) log
p(m|y)
p(m)

;

(6)

∂I(M ;X)

∂p(m|y)
=

∂

∂p(m|y)
∑
m′,x

p(m′, x) log
p(m′|x)
p(m′)

=
∑
m′,x

(
∂p(m′, x)

∂p(m|y)
log

p(m′|x)
p(m′)

+

p(m′, x)
∂ log p(m′|x)
∂p(m|y)

− p(m′, x)
∂ log p(m′)

∂p(m|y)

)

= p(y) log
p(m|xm,y)

p(m)
+

p(m,xm,y)
p(y)

P (xm,y)p(m|xm,y)
−
∑
x

p(m,x)
p(y)

p(m)

= p(y) log
p(m|xm,y)

p(m)
+ p(y)− p(y)

= p(y) log
p(m|xm,y)

p(m)
= p(y) log

p(xm,y|m)

p(xm,y)
. (7)

The last equality uses the fact that p(m|x)
p(m) = p(x|m)

p(x) .
Finally, we compute this partial derivative:

∂L
∂p(m|y)

=
∂I(M ;Y )

∂p(m|y)
− β

∂I(M ;X)

∂p(m|y)
− λ(xm,y, y)

= p(y)
(
log

p(m|y)
p(m)

− β log
p(xm,y|m)

p(xm,y)

)
−

λ(xm,y, y). (8)

Setting all partial derivatives ∂L
∂p(m|y) to 0, we get:

p(m|y) = 1

Z(xm,y, y)

(
p(m)

(p(xm,y|m)

p(xm,y)

)β
)
,

where Z(x, y) = exp(−λ(x, y)/p(y)). Then from the con-
straint

∑
m∈S(x,y) p(m|y) = p(x|y), we deduce that:

Z(x, y) =
1

p(x|y)
·

∑
m∈S(x,y)

(
p(m)

(p(x|m)

p(x)

)β
)
.

B. M = X is Optimal when β ≥ 1

In this subsection, we obtain an extremely simple global
optimum for the case of all β ≥ 1: M = X . Note that this
is what we would obtain by ignoring the first term of the
minimization objective FM |Y = I(Y ;M) − βI(X;M) and
simply minimizing the second, i.e., maximizing I(X;M). We
claim that it suffices to prove M = X optimal for the case of
β = 1: for, if an optimal solution to max{I(X;M)} is ipso
facto optimal for max{−I(Y ;M)+I(X;M)}, then clearly it
must also be optimal for max{−I(Y ;M) + βI(X;M)} with
β > 1. We use the following lower bound:

Theorem 2 ([1]). Given p(X,Y ), for any p(M |X,Y ), we
have: H(X|M) + I(M ;Y ) ≥ I(X;Y ).

Subtracting H(X) from both sides, this can be rewritten as:
−I(M ;X) + I(M ;Y ) ≥ −H(X) + I(X;Y ), (9)

which means (9)’s RHS is a lower bound on FM |Y when
β = 1.

Let M = X . Then we have I(M ;X) = H(X) and
I(M ;Y ) = I(X;Y ), and so (9) holds with equality. This
implies that M = X is optimal. We state this as a theorem.

Theorem 3. M = X is an optimal solution to P1 when β ≥ 1.
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C. Convexity Results for β ∈ [0, 1]

Although FM |Y is not convex in general, we can show that
it is a convex when β ∈ [0, 1], which our iterative algorithm
will rely on. Since P1’s constraints are convex, however, the
P1 formulation is actually a convex program when β ∈ [0, 1],
meaning it is optimally solvable in polynomial time, as a
function of the program size. Since the formulation has
|M×Y| variables (and nonnegativity constraints) and |X ×Y|
constraints, and since |M| > max{|X |, |Y|}, this means P1
can be solved in time polynomial in |M|.

For the objective function, we first argue that it suffices to
prove it convex in the case of β = 1.

Lemma 1. If I(M ;Y )− I(M ;X) is convex, then I(M ;Y )−
βI(M ;X) is convex for all β ∈ [0, 1].

Proof. Observe that FM |Y can be rewritten as (1 −
β)I(M ;Y ) + β

(
I(M ;Y )− I(M ;X)

)
. I(M ;Y ) is known to

be convex (as a function of p(M |Y )), so if we can show that
I(M ;Y )− I(M ;X) is convex, then FM |Y is the sum of two
convex functions, and hence convex.

Lemma 2. Let β ∈ [0, 1]. Then P1’s objective function FM |Y

is convex.

The proof (see App. D), for the case of β = 1, given
Lemma 1, while quite technical, consists primarily of a stan-
dard verification that the relevant Hessian matrix is positive
semi-definite.

Proving the constraints convex, however, is not difficult.

Lemma 3. P1’s constraints are convex.

Proof. Let p(M1|Y ) and p(M2|Y ) be two feasible solutions
to P1, and let p(M12|Y ) = c · p(M1|Y ) + (1− c) · p(M2|Y )
be a convex combination of them, for some c ∈ [0, 1].
Then we must show that p(M12|Y ) is also feasible. Clearly
p(M12|Y ) satisfies P1’s implicit nonnegativity constraints, so
now consider its other constraint set. Fix (x, y), and we can
check:∑
m∈S(x,y)

p(M12 = m|y)

=
∑

m∈S(x,y)

c · p(M1 = m|y) + (1− c) · p(M2 = m|y)

= c
∑

m∈S(x,y)

p(M1 = m|y) + (1− c)
∑

m∈S(x,y)

p(M2 = m|y)

= c · p(x|y) + (1− c) · p(x|y)
= p(x|y).

Thus by Lemmas 2 and 3, we have:

Theorem 4. For all β ∈ [0, 1], P1’s problem formulation is a
convex program.

We conclude this section by proving two other lemmas that
will be useful later.

Lemma 4. F3 is strictly convex with respect to each of its
variables p(m), p(m|y), and p(x|m) separately.

Proof. We compute the partial derivatives:
∂F3

∂p(m)
=

∑
y

−p(m, y)

p(m)
,

∂2F3

∂p(m)2
=

∑
y

p(m, y)

p(m)2
≥ 0,

∂F3

∂p(m|y)
= p(y)

(
log

p(m|y)
p(m)

+ 1− β log
p(xm,y|m)

p(xm,y)

)
,

∂2F3

∂p(m|y)2
=

p(y)

p(m|y)
≥ 0,

∂F3

∂p(x|m)
= −β

∑
y∈S(m,x)

p(m, y)

p(x|m)
,

∂2F3

∂p(x|m)2
= β

∑
y∈S(m,x)

p(m, y)

p(x|m)2
≥ 0.

For any interior value, the second-order partial derivatives
will be strictly positive. Thus F3 is strictly convex with respect
to each of its variables p(m), p(m|y), p(x|m) separately.

Lemma 5. The value of F3 is bounded from below.

Proof. To obtain a lower bound, we write:

F3 =
∑
m,y

p(m|y)p(y)
(
log

p(m|y)
p(m)

− β log
p(xm,y|m)

p(xm,y)

)

=
∑
y

p(y)

(∑
m

p(m|y) log p(m|y)
p(m)

)
−

β
∑
m,y

p(m|y)p(y) log p(xm,y|m)

p(xm,y)

≥
∑
y

p(y)DKL[p(m|y)‖p(m)]− β
∑
m,y

log
1

p(xm.y)

≥ −β
∑
m,y

log
1

p(xm.y)
.

For the last equality we use the nonnegativity of the
Kullback-Leibler (KL) divergence, defined as DKL[p‖q] :=∑

m p(m) log p(m)
q(m) .

D. Reducing P1 to Three Subproblems
We saw that P1 for β ∈ [0, 1] can be solved in time polyno-

mial in |M|, but as with [1]’s LP formulation for min
perfP

δU, |M|
can be exponentially larger than |X |. While modern convex
programming solvers can handle problems with thousands of
variables and constraints, for sufficiently large problem in-
stances, these formulations become intractable. This motivates
our search for faster combinatorial algorithms, which will not
require solving large convex programs.

Eq. (2) led to a trivial solution for P1 when β ≥ 1, but
unfortunately it does not directly provide such a solution when
β ∈ [0, 1], as it relies on unknown values p(M) and p(X|M).

In this section, therefore, we analyze the three sets of
values p(M |Y ), p(M), p(X|M) separately, through three
subproblems. In each, one of the three sets of unknowns
comprises the variables being optimized over, and the other
two sets of unknowns are taken as constants which (together
with p(X,Y )) specify the subproblem instance. Repeatedly
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solving these subproblems in terms of the others’ previous
solutions leads to the iterative algorithm.

Subproblem 2a
(Inst: (p(X,Y ), p(M), p(X|M)), Sol: p(M |Y ))

min I(M ;Y )− βI(M ;X)

s.t.
∑

m∈S(x,y)

p(m|y) = p(x|y), ∀x, y

(P2a)

Subproblem 2b
(Inst: (p(X,Y ), p(M |Y ), p(X|M)), Sol: p(M))

min I(M ;Y )− βI(M ;X)

s.t.
∑
m

p(m) = 1

(P2b)

Subproblem 2c
(Inst: (p(X,Y ), p(M |Y ), p(M)), Sol: p(X|M))

min I(M ;Y )− βI(M ;X)

s.t.
∑
x

p(x|m) = 1, ∀m

(P2c)

Definition 3. We say (p(M |Y ), p(M), p(X|M)) are
self-consistent if p(m) =

∑
y p(m|y)p(y), ∀m and

p(x|m) = 1
p(m)

∑
y∈S(m,x) p(m, y), ∀x,m. We say

(p(M |Y ), p(M), p(X|M)) are self-consistent solutions
to P2a, P2b, P2c if

∑
m∈S(x,y) p(m|y) = p(x|y), ∀x, y

also holds. They are self-consistent optimal solutions if in
addition the three components are optimal solutions to the
subproblems P2a, P2b, P2c, respectively, where the constants
specifying each subproblem instance are p(X,Y ) and the
values of the other two components.

A self-consistent set of solutions to these subproblems will
correspond to a feasible solution to P1 of the same cost.

Lemma 6. Let p(M |Y ), p(M), p(X|M) be self-consistent
solutions to the subproblems P2a, P2b, and P2c, respectively,
with each subproblem instance specified by the other two
solutions. Then p(M |Y ) is a feasible solution to P1 of the
same cost.

Proof. p(M |Y ) being feasible for P2a implies that it is
feasible for P1 as well, because the two problems have the
same variables and the same constraints.

P1’s objective function depends on the variables p(M |Y )
and the resulting values (p(M), p(X|M)) that are determined
by them, whereas the P2a’s objective function depends on the
variables p(M |Y ) and the constants (p(M), p(X|M)). Self-
consistency means the values determined in P1 are identical to
the corresponding constants in P2a, and so the solution values
are equal.

Unfortunately, F3 in general is not a convex function. We
can prove that FM |Y is convex, however, and this will suffice.

We find the explicit expressions for the iterative algorithm
by solving P2a, P2b, P2c by the Lagrangian method.
Solving P2a. We construct the following Lagrangian: La :=

F3 −
∑

x,y λa(x, y)
(∑

m∈S(x,y) p(m|y)− p(x|y)
)

.

∂La

∂p(m|y)
=

∂F3

∂p(m|y)
− λa(x, y)

= p(y)
(
log

p(m|y)
p(m)

+ 1− β log
p(x|m)

p(x)

)
− λa(x, y).

(10)
Setting ∂La

∂p(m|y) = 0, we obtain:

p(m|y) = p(m)

Z(x, y, β)

(p(x|m)

p(x)

)β

, (11)

where Za(x, y, β) = exp(−λa(x, y)/p(y) + 1). From the
constraint

∑
m∈S(x,y) p(m|y) = p(x|y), we deduce that

Za(x, y, β) =
1

p(x|y)
∑

m∈S(x,y)

p(m)
(p(x|m)

p(x)

)β

.

Solving P2b. We construct the following Lagrangian: Lb :=

F3 − λb

(∑
m p(m)− 1

)
.

∂Lb

∂p(m)
=

∂F3

∂p(m)
− λb =

∑
y

−p(m, y)

p(m)
− λb.

Setting ∂Lb

∂p(m) = 0, we obtain:

p(m) =
1

p(y)

∑
y

p(m|y)λb. (12)

From the constraint
∑

m p(m) = 1, we deduce that λb =∑
m,y p(m|y)p(y). Plugging that into (12), we obtain:

p(m) =

∑
y p(m|y)p(y)∑

m,y p(m|y)p(y)
. (13)

Solving P2c. We construct the following Lagrangian: Lc :=

F3 + λc(x)
(∑

m p(x|m)− 1
)

.

∂Lc

∂p(x|m)
=

∂F3

∂p(x|m)
+λc(x) = −β

∑
y∈S(m,x)

p(m, y)

p(x|m)
+λc(x).

Setting ∂Lc

∂p(x|m) = 0, we get:

p(x|m) =
β

λc(x)

∑
y∈S(m,x)

p(m|y)p(y). (14)

From the constraint
∑

x p(x|m) = 1, we deduce that

λc(x) = β
∑
x

∑
y∈S(m,x)

p(m|y)p(y)

= β
∑

y∈S(m)

p(m|y)p(y) = β
∑
y

p(m|y)p(y).

Plugging this into (14), we obtain:

p(x|m) =

∑
y∈S(m,x) p(m|y)p(y)∑

y p(m|y)p(y)
. (15)

The iterative algorithm resulting from the identities (11),
(13), (15) is shown as Algorithm 1.

E. Iterative Algorithm for P1 with β ∈ [0, 1]

The self-consistent equations derived above now become the
assignments in lines 7, 4, 5 of Algorithm 1, respectively. For
the exit condition we use the Jensen-Shannon (JS) divergence,
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Fig. 2: Pareto frontiers for three sample problem instances. Shaded region indicates region known to be infeasible due to the lower bound of [1]. For each,
the corresponding message distributions are shown for the two extreme points and one intermediate point. Notice that the lower bound is always achievable
in the perfect utility case (upper left), simply by setting M = X but is generally not achievable in the perfect utility case (lower right).

Algorithm 1 Iterative Algorithm for the Pareto Frontier (pa-
rameters β ∈ [0, 1], ε > 0)

1: initialize p(m|y) to arbitrary nonnegative values satisfying∑
m∈S(x,y) p(m|y) = p(x|y) ∀m,x, y

2: repeat
3: pold(m|y) ← p(m|y) ∀m, y

4: p(m) ←
∑

y p(m|y)p(y) ∀m

5: p(x|m) ← 1
p(m)

∑
y∈S(m,x) p(m|y)p(y) ∀m,x

6: Z(x, y) ← 1
p(x|y)

∑
m∈S(x,y)

(
p(m)

(p(x|m)
p(x)

)β) ∀x, y

7: p(m|y) ← 1
Z(xm,y,y)

(
p(m)

(p(xm,y|m)
p(xm,y)

)β) ∀m, y

8: until JS 1
2 ,

1
2
[p(m|y)‖pold(m|y)] < ε ∀y

9: return p(m|x, y) =
{

p(m|y) if x = xm,y

0 otherwise ∀m,x, y

defined as JSΠ[p1, p2] := π1DKL[p1‖p̄] + π2DKL[p2‖p̄],
where Π = {π1, π2}, 0 < π1, π2 < 1, π1 + π2 = 1 and
p̄ = π1pi+π2p2. In contrast to KL-divergence, JS-divergence
is a bounded divergence and is less sensitive to low probability
values. The algorithm’s running time is polynomial in M and
the number of iterations i, specifically, O(i · |M|·(|X |+ |Y|)).

We state the correctness of this algorithm as a theorem,
which we prove by verifying that executions of lines 7, 4, and
5 monotonically reduce the value of the objective function,
and recalling its lower-boundedness and convexity.

Theorem 5. Let β ∈ [0, 1]. In the limit as param-
eter ε → 0, Algorithm 1 converges to a solution
(p(M |Y ), p(M), p(X|M)) with the following properties:
a) it is a stationary point for F3;
b) its three components are self-consistent solutions to P2a,

P2b, P2c;
c) its component p(M |Y ) is an optimal solution to FM |Y ,

and thus to P1.

Proof. a) When line 7 executes, it ensures that the constraints
of P2a hold, implying (via Lemma 4) that the resulting
p(M |Y ) is an optimal solution to the instance of P2a specified
by the then-current solutions of P2b and P2c.

Line 4 is simplified from (13), using the following property
obtained from executing line 7 (or, in the first iteration, from
the initial values):

∑
m p(m|y) = 1, ∀y. Therefore line 4

produces an optimal solution p(M) to the instance of P2b
specified by the then-current solutions of P2c and P2a. Finally,
line 5 is simplified from Eq. (15), using the following property
obtained from executing line 4: p(m) =

∑
y p(m|y)p(y), ∀m.

Thus line 5 produces an optimal solution p(X|M) to the
instance of P2c specified by the then-current solutions of P2a
and P2b.

Therefore each execution of lines 7, 4, or 5 can only reduce
the cost of their common objective function. From this and
the fact that F3 is bounded from below (from Lemma 5), it
follows that the algorithm must converge. This implies that the
resulting solution (p(M |Y ), p(M), p(X|M)) is a stationary
point for F3.

b) Because lines 4 and 5 are recomputing (p(M), p(X|M))
based on p(M |Y ), the three components are self-consistent
solutions.

c) Therefore p(M |Y ) as a solution to FM |Y has the same
value as the solution (p(M |Y ), p(M), p(X|M)) for F3, and
hence (because F3 is a relaxation of P1) p(M |Y ) is also
a stationary point for FM |Y . Because FM |Y is convex for
β ∈ [0, 1], it then follows that p(M |Y ) is an optimal solution
to FM |Y , and thus to P1 as well.

V. DISCUSSION

In this work, we took the first steps towards creating a
theoretical framework for understanding the interplay between
privacy and utility that arise in protecting a blacklist of un-
wanted inferences and simultaneously encouraging a whitelist
of useful inferences, along the Pareto frontier in the full data
p(M |X,Y ) setting. There are a number of other aspects of
the problem that we intend to investigate in future work.
Computation complexity. Our optimal algorithms in this
paper for the privacy/utility problem, like those for IB and
for the privacy filter/funnel problems, are non-polynomial
time. These problems seem likely to be NP-hard, but to the
best of our knowledge this question remains open. In [34]
such problems are noted to be NP-hard “in general,” citing
the closely related rate-distortion problem, which indeed is
known to be NP-hard [41]. There the goal is to minimize the
average distortion E[D(x,m)], based on a given distortion
function D(·, ·), subject to a rate constraint. Also known
to be (weakly) hard [42] is a still more similar quantizing
problem whose goal is to maximize the mutual information
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I(X;M), again subject to a bound on |M|. Although there
are certain asymptotic equivalences between constraints on
|M| and mutual information, this does not render hardness
for these mutual information-based problems trivial.

Scalability. As already noted, the exponential size (in |X |) of
the message space poses a scalability challenge. One possible
direction to explore is to coarsen the message space, by
merging messages together. Our iterative algorithm naturally
permits one approach relaxing optimality in order to limit this
complexity: by artificially truncating the size of the alphabet
for the M computed from D. An alternative approach [28]
would be to coarsen or round the input distribution D using
dimensionality reduction techniques. It would be desirable to
obtain polynomial-time guaranteed approximation algorithms.
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APPENDIX A
JUSTIFYING COND. 1: p(d1, x, y)>0, p(d2, x, y)>0⇔d1=d2

Theorem 6. Let p(D,X, Y ) be a problem instance, and
suppose there exist (d1, x, y), (d2, x, y) ∈ R with d1 �= d2.
Then we can construct a new instance p(D′) in which this
violation of Cond. 1 does not occur, and in which the set of
achievable solution cost pairs (δU , δP ) is unchanged.

Proof. Let D′ be a random variable defined on D′ = D −
{d1, d2} ∪ {d12} with distribution p(D′):

p(d) =

{
p(d1) + p(d2) if d = d12

p(d) otherwise.

Because D′ is a deterministic function of D, we have the
Markov chain X → D → D′. Because X is a deterministic
function of both D and we also have the Markov chain D′,
X → D′ → D. By the Data-Processing Inequality (DPI),
therefore, I(X;D) = I(X;D′), and by analogous reasoning,
I(Y ;D) = I(Y ;D′).

Thus for any distribution p(M |D) there exists achieving
some solution costs (δU , δP ), there also exists a distribution
p(M |D′) achieving costs (δU , δP ).

APPENDIX B
JUSTIFYING CONDITION 2: |S(m, y)| ≤ 1

This condition guarantees that for every triple (x, y,m), the
probability p(x|y,m) is either 1 or 0, a property that will be
used frequently in our analysis. (Observe that in columns 13-
35 of Table II, in each y band, at most one cell is not zeroed
out.)

We justify our restriction to solutions satisfying this condi-
tion by proving that any solution violating the condition can
be transformed (by splitting the offending message column
into multiple new message columns) into a new solution
satisfying it, where I(M ;Y ) is unchanged and I(M ;X) is
either unchanged or improved. The proof of the effect on
solution cost involves two applications of the Data-Processing
Inequality.

Theorem 7. Let p(M |X,Y ) be a solution, and suppose there
exists m0 ∈ M and y0 ∈ Y such that |S(m0, y0)| > 1. Then
we can construct a new solution p(M ′|X,Y ) in which this
violation of Cond. 2 does not occur, and in which I(M ′;Y ) =
I(M ;Y ) and I(M ′;X) ≥ I(M ;X).

Proof. Assume w.l.o.g. that S(m0, y0) = {x1, ..., xr}, and let
Xr̄ = X − {x1, ..., xr}. Let pi = p(xi, y0,m0) and p̂i =

pi

p(y0,m0)
for i ∈ [r]. Construct a new message space M′ :=

M−{m0}∪{m′
1, ...,m

′
r}, where m′

1, ...,m
′
r are new message

symbols, and and let the distribution p(M ′) on M′ be induced
by the following mapping h : M×X × Y → M′:

h(m,x, y) =




m if m �= m0

m′
i if m = m0, y = y0, x = xi

m′
i w/pr. p̂i if m = m0, y �= y0

We have |S(m, y0)| ≤ 1 for all m ∈ M′, by construction.
Because M is a deterministic function of M ′, we triv-

ially have that p(M |M ′, X) = p(M |M ′), and so we have
Markov chain X → M ′ → M . Therefore DPI implies that
I(M ′;X) ≥ I(M ;X).

For the same reason, p(M |M ′, X) = p(M |M ′) and so
Y → M ′ → M is also a Markov chain.

In addition, we claim that p(M ′|M,Y ) = p(M ′|M). Given
the first case of the definition, clearly for m ∈ M − {m0},
we have p(M ′ = m | M = m) = 1. The other two cases
concern when M = m0. The third case indicates that p(M ′ =
m′

i |M = m0, Y �= y0) =
pi

p(y0,m0)
. The second case indicates

that p(M ′ = m′
i | M = m0, Y = y0, X = xi) = 1. Therefore:

p(M ′ = m′
i | M = m0, Y = y0)

= p(X = x0 | M = m0, Y = y0)

=
pi

p(m0, y0)
.

Thus p(M ′|M,Y ) = p(M ′|M) holds, and so we also have
Markov chain Y → M → M ′

Therefore DPI implies that I(M ′;Y ) = I(M ;Y ).

APPENDIX C
JUSTIFYING COND. 3: S(m1) = S(m2) IMPLIES m1 = m2

We prove this by showing that any solution satisfying
Cond. 2 but violating Cond. 3 can be transformed (by merg-
ing the duplicate message columns together) into a solution
satisfying both, and whose cost I(M ;Y ) − βI(M ;X) is no
worse than the original solution’s. After arguing (using the
DPI) that proving this for the case of β = 1 will imply the
result for all β ∈ [0, 1], we express the reduction in cost as the
sum of terms that must be nonnegative due to the concavity
of entropy.

Theorem 8. Let β ∈ [0, 1]. Let p(M |X,Y ) be a solution, and
suppose there exist m1 �= m2 ∈ M with S(m1) = S(m2).
Then we can construct a new solution p(M ′|X,Y ) in which
this violation of Cond. 3 does not occur, and in which
I(M ′;Y )− βI(M ′;X) ≤ I(M ;Y )− βI(M ;X).

Proof. Let M ′ be a random variable defined on M ∪
{m12}\{m1,m2} with distribution p(X,Y,M ′) such that

p(x, y,m) =

{
p(x, y,m1) + p(x, y,m2) if m = m12

p(x, y,m) otherwise.

Then the reduction in cost is:
(I(M ;Y )− βI(M ;X))− (I(M ′;Y )− βI(M ′;X))

= (I(M ;Y )− I(M ′;Y ))− β(I(M ;X)− I(M ′;X))

≥ (I(M ;Y )− I(M ′;Y ))− (I(M ;X)− I(M ′;X))

where the inequality follows from the fact that DPI implies
that I(M ′;X) ≤ I(M ;X) and I(M ′;Y ) ≤ I(M ;Y ). Thus
the most conservative case for β ∈ [0, 1] is β = 1.

We can write:
I(M ;Y )− I(M ;X) = H(X|M)−H(Y |M)

=
∑
x

∑
j∈{1,2}

(
− p(x,mj) log p(x|mj)

)
+

∑
y∈S(x,mj)

p(x,mj)p(y|x,mj) log p(y|mj)
)

=
∑
x

∑
j∈{1,2}

(
− p(x,mj) ·H(Y |X = x,M = mj)

)
,

(16)
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and similarly,
I(M ′;Y )− I(M ′;X)

=
∑
x

(
− p(x,m12) ·H(Y |X = x,M ′ = m12)

)
. (17)

The difference (16) − (17) is(
I(M ;Y )− I(M ;X)

)
−
(
I(M ′;Y )− I(M ′;X)

)

=
∑
x

p(x,m12)
(
H(Y |X = x,M ′ = m12) −

p(x,m1)

p(x,m12)
·H(Y |X = x,M = m1) −

p(x,m2)

p(x,m12)
·H(Y |X = x,M = m2)

)

=
∑
x

p(x,m12)
(
H(Y |X = x,M ′ = m12) −

tx ·H(Y |X = x,M = m1) −

(1− tx)H(Y |X = x,M = m2)
)
, (18)

where tx = p(x,m1)
p(x,m12)

.
Abbreviate the three random variables in (18) as

M ′x,Mx
1 ,m

x
2 . Then

P (M ′x = y) =
p(x, y,m12)

p(x,m12)
=

p(x, y,m1) + p(x, y,m2)

p(x,m12)

=
p(x,m1) · P (Mx

1 = y) + p(x,m2) · P (Mx
2 = y)

p(x,m12)

= tx · P (Mx
1 = y) + (1− tx) · P (Mx

2 = y).

Thus by the concavity of entropy, every summand in (18)
is nonnegative, and hence

I(M ′;Y )− I(M ′;X) ≤ I(M ;Y )− I(M ;X).

APPENDIX D
PROOF OF LEMMA 2

The proof, for the case of β = 1, given Lemma 1, while
quite technical, consists primarily of a standard verification
that the relevant Hessian matrix is positive semi-definite.

Proof. We will prove that the objective function is a convex
function of p(M |Y ):
FM |Y := I(M ;Y )− βI(M ;X)

=
∑
m,y

p(m|y)p(y)
(
log

p(m|y)
p(m)

− β log
p(xm,y|m)

p(xm,y)

)

By Lemma 1, we assume β = 1 for the rest of the proof.
Recalling (4,5) and (6,7), we compute:
∂2FM |Y

∂p(m|y)2
= p(y)

∂

∂p(m|y)
(
log p(m|y)− log p(m|xm,y)

)

= p(y)
( 1

p(m|y)
− p(y)

p(m,xm,y)

)

=
p(y)2

p(m, y)
− p(y)2

p(m,xm,y)
.

If ỹ �= y and ỹ ∈ S(xm,y,m), we have:
∂2FM |Y

∂p(m|y)∂p(m|ỹ)
= p(y)

∂

∂p(m|ỹ)
(
log p(m|y)− log p(m|xm,y)

)

= p(y)
(
0− p(ỹ)

p(m,xm,y)

)

= − p(y)p(ỹ)

p(m,xm,y)
.

If ỹ �= y and ỹ �∈ S(xm,y,m), we have:
∂2FM |Y

∂p(m|y)∂p(m|ỹ)
= p(y)

∂

∂p(m|ỹ)
(
log p(m|y)− log p(m|xm,y)

)

= p(y)
(
0− 0

)
= 0.

If m̃ �= m, then ∂2FM|Y

∂p(m|y)∂p(m|ỹ) = 0.
In order to prove convexity, we need to show that the Hes-

sian matrix H := ( ∂2FM|Y

∂p(m|y)∂p(m̃|ỹ) )(m,y),(m̃,ỹ)∈M×Y is posi-
tive semidefinite (psd). Notice that H = diag(H1, ..., H|M|),
where Hm := ( ∂2FM|Y

∂p(m|y)∂p(m|ỹ) )y,ỹ∈Y . It suffices to show each
Hm is psd. It can be checked that Hm can be rewritten as:

Hm := diag(
p(y)2

p(m, y)
)y −

(
(ỹ∈S(xm,y,m))

p(y)p(ỹ)

p(m,xm,y)

)
y,ỹ

= diag(
p(y)2

p(m, y)
)y −

(
(ỹ∈S(xm,y,m))

p(y)p(ỹ)∑
ỹ∈S(xm,y,m

)p(m, ỹ)

)
y,ỹ

.

Let �z = (z1, ..., zn). Then we compute:
�zHm�zT

= �z · diag(
p(y)2

p(m, y)
)y�z

T − �z
(

(ỹ∈S(xm,y,m))
p(y)p(ỹ)

p(m,xm,y)

)
y,ỹ

�zT

=
∑
i

p(yi)
2z2i

p(m, yi)
−

∑
S(m,x)

∑
yi,yj∈S(m,x)

p(yi)p(yj)zizj
p(m,x)

=
∑

S(m,x)

( ∑
yi∈S(m,x)

p(yi)
2z2i

p(m, yi)
−

∑
yi,yj∈S(m,x)

p(yi)p(yj)zizj
p(m,x)

)

=
∑

S(m,x)

( ∑
yi∈S(m,x)

p(yi)
2z2i

p(m, yi)
−

(
∑

yi∈S(m,x) p(yi)zi)
2

∑
yi∈S(m,x) p(m, yi)

)

=
∑

S(m,x)

( ∑
yi∈S(m,x)

p(yi)
2z2i

p(m, yi)
−

(
∑

yi∈S(m,x) p(yi)zi)
2

∑
yi∈S(m,x) p(m, yi)

)
≥ 0.

For the last inequality we use the following fact (setting xi =
p(yi)zi and αi = p(m, yi)): for positive numbers x1, ..., xn

and α1, ..., αn,
x2
1

α1
+ · · ·+ x2

n

αn
≥ (x1 · · ·+ xn)

2

α1 + · · ·+ αn
.

Therefore Hm is psd.


