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Abstract—Cloud computing is emerging as a viable platform for scientific exploration. Elastic and on-demand access to resources (and
other services), the abstraction of “unlimited” resources, and attractive pricing models provide incentives for scientists to move their
workflows into clouds. Generalizing these concepts beyond a single virtualized datacenter, it is possible to create federated marketplaces
where different types of resources (e.g., clouds, HPC grids, supercomputers) that may be geographically distributed, are collectively
exposed as a single elastic infrastructure. This presents opportunities for optimizing the execution of application workflows with
heterogeneous and dynamic requirements, and tackling larger scale problems. In this paper, we introduce a framework to manage the
end-to-end execution of data-intensive application workflows in dynamic software-defined resource federation. This framework enables
the autonomic execution of workflows by elastically provisioning an appropriate set of resources that meet application requirements,
and by adapting this set of resources at runtime as the requirements change. It also allows users to customize scheduling policies that
drive the way resources federated and used. To demonstrate the benefits of our approach, we study the execution of two different
data-intensive scientific workflows in a multi-cloud federation using different policies and objective functions.
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1 Introduction

The proliferation of digital data sources and the un-
precedented amount of data being generated every day
is creating new opportunities for understanding natural,
engineered and human systems, and can lead to extraor-
dinary new knowledge and discoveries in many applica-
tion domains ranging from science and engineering to
business. However, managing and processing exponentially
growing data volumes, which may be in the form of
time-sensitive streams from sensors and instruments, or
as outputs from simulations, are presenting new chal-
lenges. This is challenging not only due to the size of
the data, but also due to its heterogeneous nature and
its geographic distribution – comprehensive and efficient
analysis of such data requires distributed and parallel
processing [23]. Federated computing has been explored in
various contexts and has been demonstrated as an attrac-
tive and viable model for effectively harnessing the power
offered by distributed resources [2, 6, 21, 42]. Different
approaches for federating resources have been explored
in the past, including HPC grid computing, where users
obtain monolithic access to powerful resources shared by
a virtual organizations [6, 19]; and volunteer computing,
where computation is performed by harvesting donated,
idle cycles from numerous distributed workstations (e.g.,
BOINC). However, grid computing lacks of flexibility to
dynamically aggregate resources on-demand, and volun-
teer computing is best suited for light weighted tasks. More
recently, cloud federations are being explored as means for
extending as-a-service models to virtualized data center
federations and are becoming an increasingly popular

infrastructure for enabling large-scale data-intensive sci-
entific and business applications [49]. Clouds offer on-
demand access to computing utilities, an abstraction of
unlimited resources, customizable environments, and a
pay-as-you-go business model. They have a potential for
scale-up, scale-down and scale-out as needed, and for IT
outsourcing and automation. As a result, it is possible
to construct hybrid cloud infrastructures that integrate
private/public clouds, local data centers, campus clus-
ters, and supercomputers. This creates the potential for
interesting marketplaces where users can take advantage
of different types of resources, quality of service (QoS),
geographical locations, and pricing models.

However, enabling users to efficiently use these mar-
ketplaces presents a new set of challenges. For example,
these marketplaces provide a wide variety of capabilities
and capacities as well as pricing models, which makes
provisioning the appropriate blend of resources/services to
meet application and user requirements, non-trivial. More-
over, application and resource dynamics requires runtimes
adaptations of the provisioned resources as well as the
application execution.

In this paper, we present an end-to-end framework
that enables the autonomic execution of data-intensive
scientific workflows on software-defined multi-cloud envi-
ronments. This framework is built on top of our federation
model [17], which enables the dynamic creation of feder-
ated “Cloud-of-Clouds”. The resulting solution is a plat-
form that takes an infrastructure-independent workflow
description from the user, and autonomously orchestrates
the execution of such a workflow by elastically composing
appropriate resources and services to ensure that appli-
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cation requirements and user’s objectives. Furthermore,
runtime monitoring, failure handling, and adaptations
enable the system to respond to application and resource
dynamics in an appropriate and timely manner.

In this paper we also present an evaluation of the frame-
work using two use cases: (i) we execute an astronomy
workflow across three federated clouds under different
scheduling policies; and (ii) we execute a medical infor-
matics workflow performing content-based histopathology
image retrieval (CBIR), across a dynamic software-defined
federation where resources join/leave the federation and
may fail. The results obtained validate our framework and
provide important insights into application behavior and
resource utilization. This information can be used to create
multi-objective scheduling policies and prediction models,
which can further improve the usage of dynamic multi-
cloud marketplaces.

In summary, the contributions of this paper are:
• A formalization of the problem of executing end-to-

end application workflows on a dynamic multi-cloud
federation.

• A novel architecture that combines autonomic com-
puting and software-defined techniques to tackle such
problem by dynamically composing distributed ca-
pacities and capabilities.

• A customizable autonomic manager that supports
multiple scheduling policies and allows the definition
of new ones. These policies can be defined based on
different optimization criteria, such as cost, perfor-
mance, etc. These policies are used to identify relevant
resources and evaluate possible scheduling strategies,
and to choose the one that best meets the objectives.

• A software-defined federation manager that creates a
nimble and dynamically programmable environment
following user-defined polices and guidelines. These
guidelines allow users to specify how they want to use
the resources and enable them to create customized
views of the federation as needed.

• A validation of the proposed federation model and
framework using two different data-intensive scientific
workflows that are executed under different schedul-
ing policies on a dynamic multi-cloud infrastructure.

The rest of the paper is organized as follows. Section
2 presents the background and related work. Section 3
defines our problem. Section 4 describes the design of our
framework. Section 5 presents different scheduling policies
used in this work. Section 6 and 7 present the evaluation of
our framework and discuss the results. Finally, in Section
8 we present our conclusions and ongoing work.

2 Background and Related Work
Scientific and engineering applications are getting increas-
ingly complex, integrating coupled data-intensive simu-
lations with data processing, analysis and visualization.
Many scientists rely on workflows to automate the dif-
ferent processes involved in their applications. Scientific

workflows combine data and processing into a config-
urable, structured set of steps that translate a scientific
problem into a semi-automated computational solution.
A number of frameworks and tools have been developed
to manage scientific workflows, including Kepler [4], Pe-
gasus [12], and Taverna [36]. However, as the complexity
of the application grows, these components/services can
exhibit heterogeneous behaviors and dynamic resource
requirements, and may require resource capacities and
capabilities that may not be available in a single execution
environment. Federated computing has been shown to be
an effective way of sharing and aggregating distributed
resources to meet such heterogeneous requirements, and
cloud computing and elastic on-demand access to resources
is emerging as an attractive model in this context. For
example, cloud computing has been effectively used to
support certain classes of applications [11, 20, 30, 38].
Research efforts are also exploring how to compose cloud
providers as a federated cloud [48], and how to combine
clouds with other integrated computing infrastructure [10,
42] and testbeds such as FutureGrid and Open Cirrus that
support research on cloud federation.

Efficiently executing workflows on federated infrastruc-
ture remains an active research topic. Some research efforts
focus on creating cost models to ensure various QoS
parameters [1, 18, 26, 27]. Other approaches emphasize
resources utilization [8, 33, 37], although concerns about
the costs are still present. A specific case for the latter is
prioritizing the use of local resources and controlling which
tasks are outsourced to remote resources/services [13, 40].
Others have explored the creation of federated market-
places to facilitate resource sharing [9, 25, 34, 41]. Finally,
there are research efforts exploring autonomic computing
approaches based on concepts of self-managing adaptive
resource provisioning, such as Agile [35], PACMan [43],
Tiramola [46], and Autoflex [3].

Although there have been advances in the technology
to provide access to data and computational resources, we
found that most of the related work focus on resource pro-
visioning on a single infrastructure or on a fixed federation
of resources. We focus not only in abstracting the complex-
ity of federated infrastructures, but also in addressing the
challenge of orchestrating a dynamic and heterogeneous
federation. Specifically, our solution empowers users with
the ability to control the infrastructure by simply defining
resources available to them as well as constraints that
regulate their use. In this way, a federation is dynami-
cally composed and evolves following users’ requirements.
Our framework also enables the execution of large-scale
workflows on such infrastructures, and uses autonomic
computing techniques to agreed objectives and policies.

3 Problem Definition
In this paper, we consider the problem of executing
data-driven workflows on a federated multi-cloud environ-
ment following user-defined objectives and constraints. A
multi-cloud environment consists of m geographically dis-
tributed data centers or sites, S = {s1, ..., sm}, where each
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site si ∈ S has a set of heterogeneous resources (bare-metal
or virtualized) Vi = {vi1, ..., viq}, i = 1, ..., m. A data-
driven workflow is modeled as a graph, G = (N, E, o, λ),
where N is the set of stages composing the workflow, and
E is the set of edges representing the data dependencies
between corresponding stages. Each stage nk ∈ N is
composed by a set of independent tasks Tk = {tk1, ..., tkp}.
Additionally, objectives and constraints for stage nk are
represented by o(nk) and λ(nk) respectively. Objectives
and constraints can be used by users to specify resource
requirements (e.g., compute, memory, location) and de-
sired qualities of service (QoS). Note that we use use a
general graph to model our workflow rather than a direct
acyclic graph (DAG) as workflows may contain loops.

We model a multi-cloud federation as a set of data
centers, S, where each data center si can become un-
available and new data centers can join the federation
at any time. In this model, we consider that users can
define high-level constraints to gain control over the usage
of the resources (e.g., use resources within a price range,
limit the maximum number of allocations to be used for
a specific resource). As a result, S becomes a dynamic
pool of resources that varies over time adapting to resource
availability and users’ constraints. Another source of dy-
namism in our environment is the runtime characteristics
(e.g., performance) of each resource viz ∈ Vi of a site si,
which is typical in public clouds such as Amazon EC2 [28].

In this heterogeneous and dynamic environment, our
model considers that the execution time of different task
types may vary across different machine types. We assume
we are given eijz, which is the estimated units of time
needed to execute task tj in machine viz of data center
si. Moreover, we also assume we have dijz, which is the
units of time needed to transfer data of task tj to machine
viz of data center si. This is a common assumption in the
literature [14, 22, 29, 32], and a practical way of obtaining
this data is using historical information [22, 32]. Since we
are also modeling a dynamic environment, we expect these
values to change over time and therefore we will have to
account for these changes in our autonomic model.

The goal of our autonomic solution is to execute work-
flows in heterogeneous and dynamically federated infras-
tructures and to make sure that the users’ objectives are
met by adapting the provisioned resources as well as the
task allocation. In general this problem translates to (1)
identifying a set of available data centers, S, and the
available resources Vi at each data center si; (2) mapping
a set of tasks Tk of a stage nk ∀ N onto a subset resources
V ′

i of each data center si, such that the objectives o(nk)
and constraints λ(nk) are met; (3) continuously monitor-
ing execution to make sure the objectives are met; and
(4) re-allocating tasks or re-provisioning resources if the
execution deviates from predictions or there are changes
in the characteristics of the resources.

4 Architecture
In order to tackle the previously described problem, in
this section we present a novel autonomic system archi-

tecture. This system is design to enable the creation of a
highly heterogeneous and dynamic federation of resources
that can support end-to-end application workflows with
dynamic requirements. The architecture of the system is
presented in Figure 1. Our approach empowers users with
the ability to independently control application execution
and the federation process through relevant policies and
constraints. The application interface allows users to de-
scribe applications workflows as well as user’s objectives
and/or constraints (e.g., budget, deadline) to drive the
execution. On the other hand, the resource interface allows
users to define resource availability as well as policies and
constraints to regulate the use of the resources.

4.1 Framework Design
The design of our framework defines three main manage-
ment units: Workflow management, which takes applica-
tion information from the user, identifies dependencies,
and controls the execution of the workflow (details in
Section 4.1.1); Autonomic management, which acts as the
“brain” of our architecture by storing and analysing all
data collected from applications and resources, which is
used to take operational decisions adapting allocated re-
sources to meet user’s objectives (details in Section 4.1.2);
and Federation management, which uses software-defined
techniques to create an elastic and dynamic federation of
resources that can shape itself based on user’s constraints
or resources availability (details in Section 4.1.3). Each
one of these management units evolves autonomously
over time and interacts with each other to interchange
information and perform operational actions.

4.1.1 Workflow Management
Workflow management has become an essential tool for
many scientists and engineers that rely on workflows to
automate the different processes involved in their applica-
tions. We intend to complement capabilities provided by
workflow systems such as those mentioned in Section 2,
and to provide a flexible and robust execution environment
for the scientific workflows defined using these systems.
For this reason, we focus on providing a basic platform-
independent workflow manager with enough flexibility to
potentially support the integration with different workflow
managers in a plug-in mode. For example, we could inter-
face with Kepler [4] that would act as a front-end allowing
users to describe and control their workflows, while our
framework takes control of the actual execution.

We use an XML document to describe a workflow, which
contains properties defining workflow stages and QoS re-
quirements in the form of objectives and constraints, as
shown in Appendix A. Each stage is defined by several
entries, such as application to use; location of the input
and output data; dependencies with other stages; and
scheduling policy. This description is interpreted by the
system and modeled as a graph, G = (N, E, o, λ), as we
mentioned in Section 3. Our design supports typical DAG,
but also more complex relationship patterns to support
a wider range of applications. Some examples are: (i)
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Fig. 1: Autonomic Software-defined Federation Architecture

a loop of a subset of stages N ′ ⊆ N , where the last
stage of this loop decides if more iterations are needed
or not; and (ii) conditional stages in which the workflow
can go through one path or another depending on the
observed results. This kind of features is typically needed
for data analytic applications, such as data assimilation in
ensemble forecasting. An example of a workflow definition
can be found in Appendix A.

4.1.2 Autonomic Management
Autonomic management is an essential component cen-
tral to our approach. We are designing a solution that
can tackle the execution of complex workflows in het-
erogeneous and dynamic environments, hence it becomes
mandatory to have mechanisms that can autonomously
translate users’ objectives and constraints into operational
decisions to drive the execution process and adapt it to
changes in the environment at runtime.

Our autonomic approach implements the MAPE control
loop [31, 39] composed of four different phases namely
monitor, analysis, plan, and execution. As we can see in
Figure 1, our architecture has a monitor component that
interacts with the federation management unit to collect
information about resources availability and different met-
rics, such as performance, reliability, network bandwidth,
failure rate, etc. Next, the analysis and prediction compo-
nent combines newly obtained information with existing
one extracted from the knowledge base (KB) and assesses
if the status of the environment is within the acceptable
ranges. This assessment can use different techniques, such
as time-series forecasting and classification or state-space
models, to identify and predict situations that deviate
from a previously established plan (e.g., [45, 47]). If we
are deviating from an established plan or we are simply
creating an initial plan, the scheduler component maps
the set of tasks Tk of stage nk onto a subset of resources
V ′

i ∀ S such that the objectives o(nk) and constraints
λ(nk) are met. Once a plan has been created, the resource

manager reserves the required resources and contacts the
federation management unit to indicate which resources
from which sites need to be allocated/deallocated as well
as the specific workload each one has to execute. Thus,
each data center si ∈ S is a dynamic component under
the control of our autonomic manager.

Typically, federated infrastructures are composed by
a large set of data centers, where each data center has
its own characteristics and system dynamics. This com-
plicates the coordination of the various components to
ensure the QoS that users expect. Therefore, we envi-
sion a hierarchical autonomic approach where the central
autonomic manager (global controller) establishes global
directives to satisfy users’ QoS, while local controllers
optimize the use of their respective data center resources.
In this way, local controllers can perform adjustments on
the way their resources are used to satisfy the objective
and constraints imposed on it. This approach contributes
towards the stability of the whole infrastructure and can
potentially reduce the workload of global controller. Note
we do not assume control over local scheduling policies but
rather learn their behavior to understand how to better use
their resources. For example, a supercomputer can have
different queues with different characteristics and usage
level. Hence, finding trade-offs between number of cores
requested and waiting time on different queues could help
to optimize resource usage.

4.1.3 Software-defined Federation Management
One of the novelties of our architecture design is the
users’ ability of programmatically define how their fed-
erations should be like under different circumstances. We
propose using software-defined systems techniques to cre-
ate a nimble and dynamically programmable environment
that automatically evolves over time, adapting to changes
in both the federated infrastructure and the application
requirements. Software-defined environments allow users
to describe their expectations or objectives at the resource
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level in a systematic way, which in turn drives automation
of the infrastructure. This creates a customized vision of
the resources that is fed into the autonomic management
component to select the most appropriated resources to
satisfy application requirements. A customized vision of a
federated infrastructure is defined by a set of data centers
S′ = (S, γ), where S′ ⊆ S and each site s′

i ∈ S′ has a
subset of resources V ′

i ⊆ Vi such that all expectation or
objectives γ(S) are met.

We envision users using some kind of declarative lan-
guage to define resource availability as well as policies and
constraints to regulate their use [15]. This information
is given to the software-defined federation manager that
uses a business rule engine, such as Hammurabi [51]
or Drools [50], to analyze such information and identify
available resources, see Figure 1. This approach completely
abstracts users from low level details allowing them to
focus on what they want rather than how to obtain it.
For example, users may prefer to use a certain type of
resources over others (e.g., HPC versus clouds or “free”
HPC systems versus allocation-based ones); they may
want to reserve certain resources for specific projects; they
may be only allowed to use certain resources at certain
times of the day; they may want to use cloud resources
only if they are within a desired price range; they may
want to specify how to react to unexpected changes in the
resource availability or performance; or they may want to
only use resources within the US or Europe due to the laws
regulating data movement across borders. The evaluation
of these constraints provides a set of available resources at
the time. Examples of these rules using Hammurabi rule
engine can be found in Appendix B. We envision that by
allowing users to define this kind of rules in a formal and
abstract manner, they can achieve unprecedented control
over the resources, which can improve the efficiency of
resource use and maximize the application’s outcome.

In our federation model each data center is managed
by a local agent, which knows how to interact with local
resources and exposes them using cloud-like abstractions
through a common interface. Each agent manages its
resources and perform actions on them following the direc-
tives given by the autonomic manager. In this model, the
federation is dynamically created in a collaborative way,
where sites “talk” to each other to identify themselves, ne-
gotiate the terms of adhesion, discover available resources,
and advertise their own resources and capabilities. Sites
can join and leave at any point. Notably, this requires
a minimal configuration at each site that amounts to
specifying the available resources, a queuing system or a
type of cloud, and credentials. As a part of the adhesion
negotiation, sites may have to verify their identities using
security mechanisms such as X.509 certificates, or pub-
lic/private key authentication.

4.2 Realizing Scientific Workflows
We envision a scenario in which popular applications con-
tributed by the scientific community are deployed within
the federation such that they can be accessed on-demand

and at the same time benefit from the aggregated power
and capacity of distributed resources. With applications
pre-deployed in the federation, scientists would be only re-
quired to define a high-level workflow description, which is
infrastructure independent and does not require low level
knowledge of the infrastructure, see Appendix A. Figure
2 depicts the end-to-end process involved in the execution
of a workflow. Note that our multi-tenant system allows
the execution of multiple workflows simultaneously.

2. Generate
Tasks

Workflow
Manager

Task
Manager Monitor

Autonomic
Manager

User
1.Register
Workflow

Federated
Resources

4. Get 
Information

3. Schedule
Stages

Agent 
Agent 

Agent 

6. Collect
Results

Resource
Manager

5. Allocate
Resources

Fig. 2: Workflow Execution Process.
The main actor is the actual user, who is required to

describe his/her workflow. The description of a workflow
is an XML document that collects the properties of the
comprising stages. Each stage defines the application to
use; location of the input and output data; dependencies
with other stages; and the scheduling policy that will
drive the execution. The user initiates the execution of
the workflow by registering its description in the Workflow
Manager. This operation returns an identifier to the user,
which can be next used to perform operations such as
checking the status of the workflow, or retrieving results.
Using the workflow description, the workflow manager
can autonomously proceed with the execution. First, it
identifies dependencies across stages and selects those
stages that are ready to execute, i.e. all their dependencies
are satisfied. Then, the description of these stages is sent
to the Task Manager that generates and keeps track of all
tasks composing the stages executed at a given site. The
task generation process depends on the type of application
and the logic associated with it – we discuss this in detail
in Section 4.3. Once all tasks are generated, the workflow
manager is notified and it passes control to the autonomic
scheduler which allocates resources for these tasks.

Scheduling tasks of a stage involves the Autonomic
Manager performing four basic steps: (i) retrieving the
information of the available resources from the Monitor
(e.g., resource availability, relative performance, cost) –
this involves evaluating the software-defined rules pro-
vided by the user to ensure the federation is composed
accordingly, see Section 4.1.3; (ii) retrieving information
related to the tasks to execute (i.e., data location and task
complexity); (iii) identifying the scheduling policy selected
by the user; and (iv) using the scheduling policy as well
as the information stored in the knowledge base to decide
which resources to provision, from which site, for how long,
and where to execute each task (detailed in Section 4.1.2).

Once the scheduling decision is made, the Resource
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Manager dynamically allocates the required resources
from each site. Resources at each site are offered to the
rest of the federation through a common interface. This in-
terface is implemented by an Agent that acts as a gateway.
Therefore, the resource manager has to interact with the
appropriate agents to provision/allocate resources. Agents
know the status of their resources and how to interact
with them. For example, an agent may provision virtual
machines (VMs) when working with a cloud or reserve
machines using a queuing system when interacting with
an HPC cluster. In case of failure, the autonomic manager
is notified so that it can take appropriate actions. In
case of success, a worker is deployed in each machine/VM
to immediately start retrieving and executing tasks. Any
required input data is automatically transferred upon
request. File transfers are secured using SSH, and we are
exploring the use of other secure tools, such as gridftp [19].

Task results are collected by the task manager. This
component keeps the autonomic manager informed about
progress to allow changes in the schedule at runtime and
deallocate resources when they are not needed. When all
the tasks of a stage are completed, the workflow manager
is notified to identify new stages ready to be executed.
This process continues until all stages are completed.

4.3 Integrating new Applications and Policies
Our architecture defines various APIs to allow the inte-
gration of new applications and scheduling policies. New
applications can be integrated into the federation by de-
veloping two simple components, namely task generator
and worker.

Task generator. This module can be created using a
simple API, which is loaded into the Task Manager. Its
mission is to define the properties of all the tasks that
need to be generated by an application in a programmable
way. This allows users to define dynamic workflows, where
the tasks are created at runtime depending on previously
obtained results, which are accessible through the API.
This provides tremendous flexibility as the workflow can
evolve in different ways depending on the observed data.
This proves to be very useful to, for example, investigate
large search-spaces in a coordinated manner.

Worker. The worker’s sole responsibility is to execute
tasks. In many cases a user might be interested in exe-
cuting third-party, perhaps closed-source software. In such
cases, the resulting worker becomes a mere container that
acts as a facade for the target software. This significantly
simplifies migration from traditional environments to our
federation.

New policies can also be easily integrated to increase
the control users have over the execution of their applica-
tions. Scheduling policies use the workflow and resource
information to autonomously provision the appropriate
resources and react upon changes to guarantee that ob-
jectives and constraints are met. This is achieved by
including algorithms in the Scheduler component of the
autonomic management unit, which become available to
the community in the form of policies.

5 Scheduling policies
In this section we describe the basic considerations when
implementing new scheduling policies. We also define three
scheduling policies targeting different optimization objec-
tives. Although our policies are single objective, more
complex multi-objective policies can be implemented to
for example, optimize execution time and cost. Since our
scheduling problem is NP-complete [24] and we are dealing
with dynamic environments, we have implemented greedy
heuristics that provide us with quick suboptimal solutions
and we rely in the flexibility of our autonomic manager to
adapt the scheduling when needed.

We consider that a workflow has three main properties.
First, a workflow is composed by a set of stages that have
some dependencies among them. Thus, one stage cannot
be scheduled until its dependencies are satisfied. Second,
we can have dynamic workflows where the results of a
stage are needed to create the tasks of the next stage and
therefore we cannot schedule the whole workflow at once.
Third, we can select different scheduling strategies for each
stage as they could have different type of workloads.

As we described in Section 3, the problem to tackle is
how to schedule a set of tasks T = {t1, ..., tn} composing
a single stage in a federation composed by a set of cloud
sites S = {s1, ..., sm}, where each site si ∈ S has a set of
heterogeneous resources available Vi = {vi1, ..., viq}, i =
1, ..., m. Considering a given tj ∈ T, viz ∈ Vi, and si ∈ S,
we define the following variables:

• eijz - estimated units of time needed to execute task
tj in a resource viz of a site si, where eijz ≥ 0; ∀i, j, z

• dijz - units of time needed to transfer data of task tj

to a resource viz of a site si, where dijz ≥ 0; ∀i, j, z
• riz is the estimated units of time that a resource viz

of a site si requires before it can execute the next
task, includes provisioning overhead, eijz of all tasks
previously allocated to this resource

• ciz - cost of a resource viz of a site si per unit of time,
where ciz ≥ 0; ∀i, z

• pijz - cost of transferring data of task tj to a resource
viz of a site si

5.1 Minimum time of completion policy
We define the well-known minimum time of completion
(MTC) [5], which allocates each task to the resource that
offers the minimum completion time, see Algorithm 1.

Algorithm 1: Minimum Time of Completion (MTC).
while T not empty

select a task tj

find resource viz such that eijz + dijz + riz is minimum
allocate task tj to resource viz

delete task tj from T
update riz

endwhile

5.2 Deadline-based policy
This policy finds the minimal set of resources needed to
complete all tasks within a given deadline while satisfy-
ing the objective function F (ijz), see Algorithm 2. This
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objective function allows us to focus on specific properties
(performance, cost, or data movement) when scheduling
our workflow.

Algorithm 2: Deadline. Find minimal set of resources that
complete all tasks within the deadline D and satisfy F.
while T not empty

select a task tj

find resource viz such that F(ijz) and
eijz + diz + riz < D

if found
allocate task tj to resource viz

else
find resource viz such that F(ijz)
allocate task tj to resource viz

endif
delete task tj from T
update riz

endwhile

We have considered four objective functions:
Performance optimization (Proc). This policy se-

lects the resource with the highest performance available
at each scheduling event. This policy defines F (ijz) =
minimum eijz

Data locality optimization (Data). In this policy
we exploit data locality by selecting the resource that
minimizes the time spent moving data. This policy defines
F (ijz) = minimum dijz

Performance and data optimization (ProcData).
In this policy we try to find an equilibrium between the
performance of the VM and the time required to transfer
the data, F (ijz) = minimum eijz + dijz

Cost optimization (Cost). This policy aims to mini-
mize the cost of the provisioned resources by selecting the
cheapest resource at every scheduling event. This policy
defines F (ijz) = minimum cijz + pijz

5.3 Budget-based policy
This policy aims at finding a solution that minimizes
the total execution time (i.e., critical path) while keeping
the cost of the solution within the given budget. Before
describing the algorithm, we define the cost of a solution
using linear integer programming notation:

Cost =
∑

i

∑
z

(⌈∑
j

(eijz + dijz)xijz

⌉
cij +

∑
j

pijz

)
(1)

Equation 1 represents the cost of all tasks that have been
assigned to each resource plus the cost of transferring all
the input data required by these tasks. To ensure that a
task tj is assigned to a single resource viz, this equation
is subject to

∑
j

xijz = 1; xijz = {0, 1}; ∀i, j, z; and

eijz, dijz, cij ∈ N.
We have created an algorithm that constructs an initial

solution using the MTC policy and progressively reduces
the cost by reallocating tasks into cheaper resources. This
approach is similar to the one proposed by R. Sakellariou
et al. [44], but it has been adapted to the cloud billing
model where resources are billed in fixed billing slots.

This is a typical case in cloud environments, such as
Amazon EC2, which rounds up to the closest hour slot.
The algorithm is described in Algorithm 3. If the cost
of our solution is higher than the given budget (line 3),
we select the most expensive resource (line 4) – if there
are several resources with the same cost, we select the
one that has the longest estimated time of completion.
Once we have selected a resource, we remove tasks from
that resource until its estimated time of completion drops
to the previous billing slot (lines 5 to 8). Each task is
reallocated to a cheaper resource (line 6-7) – whenever it
is possible, we select a resource such that its new estimated
completion time does not increase. Next, we calculate the
cost of the new solution (line 9). We keep iterating until
the cost is lower than the budget.

Algorithm 3: Budget. Find a set of resources that complete
all tasks in the shorter period of time while satisfying a given
budget.
1 Create initial scheduling solution S using MTC policy
2 Calculate Cost of solution S
3 while Cost is higher than Budget
4 Find the resource viz that has the most expensive

task tj

5 do
6 Find a resource vi′z′ which can do the same

computation at a cheaper cost
7 Reallocate task tj from resource viz to resource

vi′z′ in solution S
8 while estimated time of completion of resource viz

does not decrease to previous billing slot
9 Calculate new Cost of solution S

10 endwhile
11 Allocate resources and tasks as described in solution S

6 Evaluation
We implemented the proposed architecture and integrated
it with CometCloud [16] to perform our experiments.
6.1 Montage Workflow Scenario
In this scenario, we used the Montage workflow in a multi-
cloud marketplace, as a use case. We created a synthetic
workflow of 500 nodes using the description provided by
[7], which is based on actual traces of the real application,
and divided the workflow in five stages. The size of the
data was increased one order of magnitude to better
observe the effect on data movement in the workflow
execution.

The federated marketplace used here is composed by
three different clouds geographically distributed across the
country. Two clouds are based on the OpenStack IaaS [53]
namely Sierra, located at San Diego Supercomputer Cen-
ter (SDSC), and Alamo, located at Texas Advance Com-
puter Center (TACC). The third one, named Hotel, is
based on the Nimbus IaaS [52], and it is located at the
University of Chicago. Table 1 shows the characteristics
of the resources available at each site, where the Speedup
is obtained using the UnixBench benchmark. This speedup
is relative to the machine with the closest characteristics to
the one originally used in [7]. Table 2 shows the bandwidth
of the interconnection network between sites and internally
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within each site. To reduce the variables in the system,
we considered that the cost of each resource, extracted
from Amazon EC2, were uniform across sites see Table 3.
During the experiments we assumed that the initial data
was located at the Sierra site.

TABLE 1: Resources available at each site and their character-
istics.

Site Type #Cores Memory Max. VMs‡ Speedup

Alamo Large 4 8 GB 2 3.55
Medium 2 4 GB 4 2.77
Small 1 2 GB 2 1.68

Sierra Medium 2 4 GB 2 1
Small 1 2 GB 3 0.71

Hotel Small 1 2 GB 6 0.76
Note: ‡ – Maximum number of available VMs per type

TABLE 2: Network speed in MB/s.

Network Alamo Sierra Hotel
(Down/Up)

Alamo - 10/0.9 15/15
Sierra 11/11 - 11/11
Hotel 18/18 12/1 -

Internal Network (Down/Up) 11/2.3 30/30 45/45

TABLE 3: Cost of the resources

Type Cost

Large 0.24 $/hour
Medium 0.12 $/hour
Small 0.06 $/hour
Data In 0.01 $/GB
Data Out 0.12 $/GB

6.1.1 Experiments
In this section, we present the results obtained when
considering the previously described scenario under the
MTC and Deadline scheduling policies presented in Sub-
sections 5.1 and 5.2, respectively.
Minimum Time of Completion Policy: In the first set
of experiments, we focus on completing the workflow in
the minimum time possible by using the MTC scheduling
(Algorithm 1). We consider two scenarios: (i) distributed
storage space where each site of the federation has its
own local storage (MTCDist), (ii) centralize storage where
there is a unique storage system in the federation (MTC-
Central). In these experiments we evaluate the impact of
these two scenarios in the execution time, data movement,
and the overall cost of the experiment. Experimental
results are summarized in Figure 3.

Figure 3a shows that for those stages that involve the
execution of multiple tasks (S1, S2, S4), having a storage
located at each site to store intermediate data can reduce
the execution time by up to 35 %. As we can see in Figure
3b, this is mainly motivated by the shorter time spent
transferring data. We also observed that this scheduling
strategy tends to concentrate the workload in the site
with the most powerful machines (Alamo) when using the
distributed storage scenario, see Figure 3c. On the other
hand, in the case where a stage has a single task that

requires many input files, such as in S3 and S5, we could
expect that having all data in a central location would have
an advantage as data transfer across sites is not needed.
However, in both cases these stages were executed in the
same site (Sierra) and, as we can see in Figure 3b, the time
spent transferring data is very similar due to the speed of
the network across sites.

A very important factor to consider in cloud computing
is the cost of the resources. Figure 3d shows the cost of ex-
ecuting our workflow under the distributed and centralized
storage scenarios. We can observe that the cost of the used
VMs is higher for the centralized case due to the longer
execution time. However, what is more interesting here is
the cost of the data movement. We can observe that in the
MTCDist case, we only spend money in transferring input
data to the site where it is needed as we leave the results
in the local storage of the site. In the MTCCentral, we
have the opposite situation, where most of the cost goes
to transferring results to the central location and very
little money is spent on transferring input files. This is
due to the fact that the scheduling algorithm considered
data movement when allocating tasks, which concentrates
most of the workload in the site with the central storage.
Overall, the cost of moving data in our experiments is 12 %
lower when leaving the result data in the site where it was
generated (MTCDist).

Deadline Policy: We perform a set of experiments using
the deadline policy (Algorithm 2). In these experiments
we consider a distributed storage scenario where each site
has local storage. We set the deadline of each stage to a
value that is 50 % higher than the one obtained in the
first set of experiments by MTCDist. Since this policy
provisions the minimum number of resources needed to
compute that workload within the deadline, this deadline
allows us to observe how different objectives make the
scheduler to provision a different number and type of
resources at different sites. Figure 3 illustrates the results
of the experiments.

Figure 4a collects the execution time of each stage when
using different objective functions. The line with dots
shows the deadline set for each stage. We can observe
that, as expected, all of them get close to the deadline,
although they optimize the use of resources aiming for
different objectives. The largest variations are found in
those stages that only have a single task (S3 and S4).
Since we only need to use a single VM for these stages,
the objective function has important impact on the overall
execution time. For example, in S3 we have a very short
execution time when using the Proc objective because we
use the VM that has the highest performance, and a very
long execution time, even missing the deadline, when using
the cheapest VM under the Cost objective. In the first
case, we are spending too much money to execute that
stage because we are far from the deadline, while in the
second case we may incur in extra costs due to missing
the deadline. Thus, there are certain situations that may
require an adaptive function which can change its behavior
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Fig. 3: Summary of experimental results using the MTC policy with distributed storage (MTCDist) and central storage
(MTCCentral). 3a collects the execution time of each stage of the workflow; 3b collects the time spent transferring data to
each site and from the site to the VMs; 3c shows the workload of each site; and 3d collects the cost of the used VMs, the cost
of transferring input files, and the cost of transferring output files.

upon changes in the environment to complete the workload
while meeting the defined objectives.

Figure 4c shows how our autonomic scheduler is able
to shape and adapt the federation to meet the user’s
requirements. This can also be clearly observed in Fig-
ure 4d, which shows how the workload shifts from one
site to another depending on the objective function. The
workload will be concentrated in the site with the most
powerful resources when looking for performance (Proc).
If we try to exploit data locality (Data), the workload
will be allocated across the two sites with more powerful
resources as this restricts the data movement to only two
sites most of the time. When trying to find equilibrium
between the two previous objectives (ProcData), we ob-
serve a better balance in the workload across sites, but
this involves transferring more data across sites. Finally,
when minimizing the cost (Cost), the workload moves to
the sites with a larger number of cheapest VMs (Sierra
and Hotel).

Figure 4b and Table 4 highlight the data movement
derived from the scheduling decisions made to satisfy the
different objective functions. We clearly observe that the
Proc objective involves the largest time in transferring
data among all of them. Interestingly enough, this is not
caused by transferring large amounts of data across sites.
In fact, Table 4 shows that the Proc objective involves the
least number of transferred files because it concentrates
the majority of the workload in a single site (i.e., Alamo).
Therefore, this is caused by the slow internal network in
the Alamo site, which executes a large portion of the tasks,
and consequently transfers large amounts of data between
the staging storage and the VMs. Another surprising
observation is that the Data objective function, which

specifically aims to reduce the time spent transferring
data, shows an overall higher transferring time than the
ProcData and Cost functions. Although the number of
transferred files is lower, the distribution of the tasks
across only two sites created a bottleneck in the network
that is not observed in the other two cases.

TABLE 4: Total number of files transferred across sites and
time spent transferring files. Given values are the results of
adding up the values obtained at each site.

Objective ProcData Proc Data Cost

Total Number of Files 1625 1330 1455 1601
Total Transfer Time (s) 5892 9431 6504 4691

Finally, Figure 4e presents the cost of executing the
workflow. The largest variations are found in the cost
of moving data. Since the objective ProcData causes the
largest amount of data movement across sites, see Table
4, this objective spends up to 29 % more money on data
movement alone. While we hoped to get a good trade-off
between the performance of Proc and the low data move-
ment of Data, we observed that the direct combination of
both factors does not result in a very efficient policy from
the cost perspective. A possible improvement could be to
consider different weights for each objective depending on
the final optimization goal. For example, if we give more
importance to the time spent transferring data across sites,
we would be able to reduce the transfer cost (CostIN).

6.2 Image Processing Scenario
In this scenario, we consider a content-based image re-
trieval application where image datasets can be distributed
in several across different sites of a federated marketplace.
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Fig. 4: Summary of experimental results using the deadline policy with different objective functions. 4a collects the execution
time for each stage; 4b collects the time spent transferring data to its destination; 4c shows the number and type of provisioned
VMs at each site for each objective function. 4d shows the workload of each site; and 4e collects the cost of the used VMs, the
cost of transferring input files, and the cost of transferring output files.

This represents a typical scenario where different hospi-
tals or research centers have agreements on sharing their
databases to support collaborative research. The typical
size of the images contained in our datasets range from
50MB to 100MB. This use case can be represented as a
set of independent tasks where each image is processed by
one or more task in the system.

The federated marketplace used here is composed by
up to five sites geographically distributed across the coun-
try. Three cloud sites are based on the OpenStack IaaS
namely Sierra, located at San Diego Supercomputer Cen-
ter (SDSC); Alamo, located at Texas Advance Computer
Center (TACC); and India, located at Indiana University.
A fourth cloud site, named Hotel, is based on the Nimbus
IaaS, and it is located at the University of Chicago. Finally,
we have a cluster called Spring, located at Rutgers Uni-
versity. Table 5 shows the characteristics of the resources
available at each site, where the Speedup is obtained using
the UnixBench benchmark. This speedup is relative to
the machine with the closest characteristics to the one
originally used in [7]. Table 6 shows the bandwidth of
the interconnection network between sites and internally
within each site. The cost of the cloud resources are as we
described in Table 3, while the cost of each machines in
cluster Spring has been set at $0.6.

6.2.1 Experiments
Budget Policy: In this set of experiments we execute a
workload using the budget policy presented in Section 5.3
and described in Algorithm 3. We consider a scenario
where we have three datasets located at the Sierra, Alamo,
and India sites, respectively. Each data set is composed
by 320 files, which are process by independent tasks.
Hence this scenario involves the computation of 960 tasks

TABLE 5: Resources available at each site and their character-
istics.

Site Type #Cores Memory Max.VMs‡ Speedup

Alamo Large 4 8 GB 6 3.55
Medium 2 4 GB 6 2.77
Small 1 2 GB 8 1.68

Sierra Large 4 8 GB 2 1.30
Medium 2 4 GB 4 1
Small 1 2 GB 4 0.71

Hotel Small 1 2 GB 6 0.76
India Large 4 8 GB 2 2.86

Medium 2 4 GB 4 1.92
Small 1 2 GB 4 1.56

Spring Baremetal 8 24GB 5 5.42

Note: ‡ – Maximum number of available VMs/Machines per type

TABLE 6: Network speed in MB/s.

Network Alamo Sierra Hotel India Spring
(Down/Up)

Alamo - 10/0.9 15/15 16/1.3 7/7
Sierra 11/11 - 11/11 10/1 7/15
Hotel 18/18 12/1 - 44/8.4 12/18
India 15/16 10/1 48/48 18/18
Spring 19/15 15/0.9 18/18 18/2

in total. We consider we have three computational sites,
namely Sierra, Alamo, and India, as described in Tables 5
and 6. We explore how budget constraints affect the overall
execution time or critical path (i.e. time since a workflow is
submitted until its last task is completed). We started from
the solution provided by the MTC policy and decreased
the budget until no cheaper solution was found. Figure 5
illustrates the results of this experiment.

Figure 5 shows that although the budget and conse-
quently the cost of the solution increases linearly, the
overall execution time decreases logarithmically. This is
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important to consider when looking for a good trade-off
between cost and performance. This behavior is caused
by the cloud billing model used, where resources are paid
in a per hour basis. When the budget is increased, you
may be able to pay an extra hour of an existing resource
or add more powerful ones. For example, we observe that
by increasing the budget a 2%, from $23.5 to $24, we were
able to process more tasks in medium instances, which de-
creased a 70% the overall computational time. In Figure 6
we can observe that the workload is progressively moved
from cheap resources (small instances) to other resources
that are more expensive and have a higher performance
resources. Since all sites have equivalent prices, we can
observe how the performance of the resources impacts the
workload distribution. In this case, given enough budget,
the scheduler tries to maximize the usage of the most
powerful resources, located in the Alamo site.
Software-defined Infrastructure and Runtime Fault
Tolerance: In this set of experiments we execute the same
workload as in the previous case – three datasets located
at the Sierra, Hotel, and India sites that total 960 tasks –
using the deadline policy presented in Section 5.2 and de-
scribed in Algorithm 2. We consider our federation is com-
posed by up to four computational sites, namely Sierra,
Alamo, India, and Spring, as described in Tables 5 and 6.
In this scenario we evaluate how the autonomic manager
behaves when dealing with a very dynamic environment,
where resource may fail or computational sites can join
and leave the federation at any time. Specifically, we have

plan a series of events, described in Table 7, distributed
along the duration of the experiment. Some of these events
are unexpected (e.g., failures in the system) and others
have been defined by the user (e.g., constraints by given
to the user by the resource’ owner). According to the
federation definition provided by the user, the experiment
starts with only three sites (Sierra, Alamo, and India);
there are several unexpected failures on minute 30, 35 and
50 of the experiment execution; then as per user definition
the whole site Alamo goes down and leaves the federation;
and finally a new site, Spring, joins the federation, again
as user defined. Summary of the experiment is shown in
Figure 7.

TABLE 7: Events occurred during the experiment.

Unexpected events

Time (min) Event

30 Three machines fail at the India site.
—two medium and one large

35 Three machines fail at the Alamo site.
—one medium and two large

50 Two machines fail at the Alamo site.
—two medium

User-defined events

Time (min) Event

60 All Alamo site goes down.
—six medium and six large

90 Spring site becomes online.
—five bare-metal machines

Figure 7a shows the number and type of machines
allocated at each time during the experiment. We can
observe that there are variations in the number an type
of active machines. This is caused by the autonomic
manager adapting the provisioned resources to changes in
the federation. This ensures that user’s objective is met
(i.e., deadline). We can also observe how the autonomic
manager takes advantage of new resources when available
– for example Spring, or releases resources when they are
not needed (at the end of the experiment) to reduce the
cost of the computation. Similarly Figure 7b shows the
number of cores contributed to the experiment by each
site. In this figure we can clearly see how the Alamo site
leaves the federation around minute 60 of the experiment.
This motivates an increase in the resources allocated at
the Sierra and India sites. We can also see how as soon
as Spring site joins, with quite powerful resources, a large
number of these resources are allocated and resources in
other sites are slowly released. Due to the resolution of
the figures and fast response of the autonomic manager,
it is not possible to appreciate in Figures 7a and 7b the
failures that occurred at the beginning of the experiment.
Nevertheless, we can clearly see these failures in Figure 7c.
Figure 7c shows the throughput, measured as the number
of tasks completed per minute, over time. We can clearly
observe how the failures occurred at minute 30, 35 and 50
of the experiment affected the throughput. Similarly, we
can see a boost in the throughput when Spring joins and
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Fig. 7: Progress of the experiment using a deadline policy.

a large number of resources are allocated between minute
100 and 125 of the experiment. Our fault tolerance mech-
anisms guarantee the resilience of our system and allow
recovering from those failures and continuing processing
tasks. Failed and missing tasks are reinserted into the pool
of tasks and rescheduled to ensure their completion.

Provisioning Failure Handling: Previously we ob-
served how it is possible to handle runtime failures. In
this experiment, we show how the autonomic manager
is able to deal with failures during the provisioning of
resources. In this scenario a scheduling plan is created but
not all desired resources are provisioned. There are many
possible causes for this, such as, corrupted VM images,

limited number of resources in a private cloud, or when
users do not have enough allocation units to get resources
in an allocation-based cluster. The main difference with
the previous failure scenario is that in this case there is a
mismatch between the information the resource manager
has and the status of the infrastructure. This situation
forces the autonomic manager to realize of this mismatch
and correct it to guarantee accurate information.

In this scenario we consider only two sites, namely
Sierra and Alamo (Alamo only has small instances), and
a dataset of 80 files located at Sierra. We have used a
deadline policy with the data locality objective. Figure 8
shows the number and type of VMs provisioned at each
site (solid fill) as well as the VMs that were scheduled
to be provisioned but did not succeed (pattern fill). We
can observe that, at the beginning, the scheduling plan
is to exclusively provision resources at the Sierra site (two
instances of type large and four instances of type medium).
However, after the first scheduling period, time 90, the
Sierra site notifies that only the two large instances were
provisioned successfully. After that, we can see how the
autonomic manager tries different configurations in an
attempt to find the actual status of the system. When
it realizes that it may not be able to provision enough
resources on Sierra, it starts provisioning resources on the
Alamo site to ensure the required deadline.

 0

 1

 2

 3

 4

 5

 6

 7

 8

 0  50  100  150  200

N
um

be
r o

f M
ac

hi
ne

s

Time (s)

S-Sierra
M-Sierra
L-Sierra

S-Alamo

Fig. 8: Failure to provision resources. Pattern filled areas are
resources that were scheduled to be provisioned but failed to
become ready to use.

7 Discussion
The results presented in this work show the feasibility
and capability of our framework in executing data-driven
workflows in a dynamic federated marketplace. We ob-
served that for different scheduling policies, our framework
allocated resources and workload as expected. Moreover,
we showed how we can deal with a dynamic federation
of resources by adjusting the provisioned resources and
workload to meet user and application objectives.

When executing workflows in distributed environments,
it is important to consider the trade-offs between mini-
mizing data transfer, which may involve using less suitable
resources, and finding the best resources, even if it involves
higher network overheads. We observed that when look-
ing to minimize the completion time, without any other
restrictions, having staging storage at each site is more
beneficial. A distributed approach allows us to maximize
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the use of the most powerful resources while minimizing
intermediate data movement, and hence reduces the over-
all network overheads. On the other hand, a centralized
approach may be more beneficial in scenarios where it is
important to maximize the use of local resources. This is
typical when users own resources and they are interested
in using the federated resources to outsource computation
under certain circumstances, such as spikes in the demand
or when specific capabilities are required.

If we have a deadline constraint, ideally we would like
to complete the workload as close as possible to the
deadline because this would minimize the overall cost.
Here we would face questions such as: shall we choose
fewer resources that are very powerful hence individually
expensive, or shall we choose a larger number of less pow-
erful resources that are individually cheaper. Answering
this kind of questions in an optimal way is challenging,
as many factors need to be considered. We studied how
different factors affected the workload and the provisioned
resources. We observed that by allocating tasks to the
resource that involved the minimum cost, we were able to
minimize the overall money spent on VMs. However, since
data locality was not properly exploited, this approach
incurred excessive data transfer costs. The problem here
is that the cost of the VM has too much weight in the
decision making because if the VM is already deployed we
do not have to pay for it again. On the other hand, we
used a budget constraint policy to explore how the cost of
a solution affects the execution time of the workload. We
observed that a linear increase in the budget results in an
exponential reduction of the computational time. All these
results provide important insights towards the creation of
multi-objective functions where we can combine different
variables, such as cost, execution time, resource perfor-
mance, and data locality. The resulting strategy would
use a utility function to help finding a desired trade-off
that not only meet users’ requirements but also make an
efficient use of resources.

Finally, we performed some experiments in a dynamic
federation of resources. This dynamicity in the resources
can have multiple sources and can be classify in, user-
defined events and unexpected events. The user-defined
events are the result of evaluating rules that users can
potentially define to customize the federation. The un-
expected events are caused by failures in the infrastruc-
ture, unplanned maintenance, peaks in the demand, etc.
Although in the current version of our framework we
treat all events using fault tolerance mechanisms, we are
working towards the integration of users’ constraints into
the autonomic manager to consider them and be able
of making “smart” decisions about where to provision
resources and how to distribute the workload. In this way,
we move towards a proactive approach where every detail
is planned ahead allowing a better usage of resources.

8 Conclusion and Ongoing Work
In this paper, we presented an end-to-end integral solution
aimed to serve as a bridge between scientists and dis-

tributed computing technology. The design of our frame-
work not only allows the definition of application work-
flows, but it also allows users to create customized views of
the federation by defining high-level constraints and rules.
We have proven that the initial version of our framework
is able to execute complex data-driven workflows in a
marketplace of federated clouds, adapting the provisioned
resources to the needs of the users which are expressed
in the form of policies. More importantly, this framework
eases the integration of scientific applications into the
federation as well as the customization of the scheduling
policies. In particular, in this work we validated our
framework by using two different scenarios: (i) a complex
data-driven workflow that constructs astronomical image
mosaics; and (ii) a content-based image retrieval that
identifies pathological regions of interests. While in the
first scenario we consider a static federated environment,
in the second scenario we consider a dynamic federation
where computational sites can join or leave, and failures
happen. These experiments helped us to better understand
the behavior of both the provisioned resources and work-
load execution when using different policies and objective
functions. The obtained results provide important insights
of the environment that we are currently using towards
the creation of multi-objective policies. These policies will
improve our autonomic manager by analyzing existing
knowledge to anticipate changes in the environment and
failures. Moreover, we are working towards the integration
of software-defined networks to not only provision compu-
tation resources deep into the cloud, but also to improve
data transfer and to take advantage of the potential
computation capabilities located along the data path.
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