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End-to-End ASR-free Keyword Search from Speech
Kartik Audhkhasi, Andrew Rosenberg, Abhinav Sethy, Bhuvana Ramabhadran, Brian Kingsbury

Abstract—Conventional keyword search (KWS) systems for
speech databases match the input text query to the set of
word hypotheses generated by an automatic speech recognition
(ASR) system from utterances in the database. Hence, such KWS
systems attempt to solve the complex problem of ASR as a
precursor. Training an ASR system itself is a time-consuming
process requiring transcribed speech data. Our prior work
presented an ASR-free end-to-end (E2E) system that needed
minimal supervision and trained significantly faster than an ASR-
based KWS system. The ASR-free KWS system consisted of three
sub-systems. The first sub-system was a recurrent neural network
(RNN)-based acoustic encoder that extracted a finite-dimensional
embedding of the speech utterance. The second sub-system was
a query encoder that produced an embedding of the input text
query. The acoustic and query embeddings were input to a
feed-forward neural network that predicted whether the query
occurred in the acoustic utterance or not. This paper extends
our prior work in several ways. First, we significantly improve
upon our previous ASR-free KWS results by nearly 20% relative
through improvements to the acoustic encoder. Next, we show
that it is possible to train the acoustic encoder on languages
other than the language of interest with only a small drop in
KWS performance. Finally, we attempt to predict the location
of the detected keywords by training a location-sensitive KWS
network.

Index Terms—End-to-end systems, neural networks, keyword
search, automatic speech recognition

I. INTRODUCTION

The performance of automatic speech recognition (ASR)
systems has significantly improved through the use of deep and
recurrent neural networks (DNNs and RNNs) for acoustic [1]
and language modeling [2]. For instance, the word error rate
(WER) on the benchmark Switchboard data set for English
conversational speech has improved by nearly 40% relative
to the performance of Gaussian mixture model (GMM)-based
systems [3], [4]. Most of the current state-of-the-art ASR
systems use a hybrid DNN-hidden Markov model (HMM)
structure [5], where the DNN predicts the posterior probability
of HMM states given the input acoustic feature vector. Train-
ing DNNs for this hybrid system requires alignment between
the acoustic feature vector and HMM state label sequences.
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Recently, end-to-end (E2E) or fully-neural architectures
have become an alternative to this hybrid HMM-DNN archi-
tecture. The key idea behind E2E systems is to skip the need
for explicit alignments between the acoustic and target state
label sequences. E2E systems either sum over all possible
alignments via the connectionist temporal classification [6],
[7] loss function (earlier works in similar spirit include [8],
[9]), or learn the best possible alignment through attention-
based encoder-decoders [10], [11]. Recent direct acoustics-to-
word models have taken these ideas a step further by directly
learning to map acoustics to word sequences [12]–[14].

We note that ASR is often not the only end goal of real-
world speech information processing systems. Information
retrieval from speech is also a very important task. In partic-
ular, keyword search (KWS) is an important technology, that
involves retrieving the speech utterances containing a user-
specified text query from a large database. ASR systems form
an integral part of conventional KWS systems. In a popular
KWS approach, the ASR system processes the speech database
and converts it into lattices containing multiple hypothesized
word sequences along with their associated confidence scores
and time stamps. Finite state transducer (FST) operations
convert these word lattices to factor FSTs, that represent all
possible substrings of hypothesized word sequences [15]. The
user-specific text query is then composed with these factor
FSTs to find putative keyword locations and confidence scores.
Needless to say, training the ASR system takes the most time
and transcribed data resources in this entire KWS pipeline.

In [16], we proposed an alternative ASR-free approach to
KWS. The intuition behind our approach was that training
a full-fledged ASR system for KWS seemed like overkill.
ASR gives the transcription of all spoken content. However,
KWS asks much simpler questions: ”Is this query term in
this document? If yes, then where?”. Further, to handle OOV
queries, the ASR-based KWS system requires much larger
sub-word lattices and sub-word confusion models. We thus
proposed a fully-neural E2E KWS system that omits both an
ASR system and a FST-index, which made it much faster to
train. This ASR-free KWS system contained three neural net-
works. The first neural network was a recurrent neural network
(RNN) that encoded a variable length acoustic sequence into
finite-dimensional vector. The second neural network used a
combination of RNN and convolutional neural network (CNN)
to produce a finite-dimensional embedding for the input text
query. The third network then matched the query embedding
with the acoustic embedding to predict whether the query
occurred in the speech utterance. We showed that this ASR-
free system performed respectably compared to an ASR-based
KWS system, especially for out-of-vocabulary (OOV) queries.

While this prior work demonstrated the possibility of per-
forming KWS without ASR, there were a number of short-
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comings:
1) KWS performance on in-vocabulary terms was still

considerably worse than traditional ASR-based KWS.
2) All three sub-systems needed to be re-trained to deploy

the system on a new language.
3) There was no ability to localize a query within a speech

document.
This paper extends our previous work in several directions.
First, we improve the performance of the acoustic encoder,
which improves the ASR-free KWS performance significantly.
Second, we explore using acoustic data from other languages
for training the acoustic encoder. We conclude that it is
possible to train acoustic embeddings without using data from
the target language with minimal loss in KWS performance.
Finally, we also attempt to provide temporal supervision to the
KWS network in order to estimate the location of the detected
keywords.

The next section gives an overview of related prior work.
Section III describes our E2E ASR-free system by discussing
its three constituent sub-systems - an RNN-based acoustic
encoder-decoder, a convolutional neural network (CNN)-RNN
character language model (LM), and a feed-forward KWS
network. Section IV discusses the experimental setup, training
of the E2E KWS system, and analysis of the results. Section V
concludes the paper and gives directions for future work.

II. PRIOR WORK

Several prior works have focused on query-by-example
(QbyE) retrieval of speech from a database. In QbyE, the
user provides a speech utterance of the query to be searched,
in contrast to a text query used in the KWS setup of this
paper. Dynamic time warping (DTW) is a classic technique
used in such QbyE systems [17], [18]. DTW uses dynamic
programming to align sequences of acoustic features extracted
from the input audio query and an audio utterance from the
database. The cost of DTW alignment serves as a matching
score for retrieval, with the lowest cost utterance most likely
to contain the input speech query.

Chen, Parada, and Sainath [19] present a system for QbyE
where the audio database contains examples of certain wake-
up phrases, such as “hello genie”. The authors first train an
RNN acoustic model that predicts context-dependent HMM
states given the input acoustic sequence. The last k state
vectors from the final hidden layer of this acoustic model give
a fixed-dimensional representation for both the speech query
and each utterance in the speech database. The KWS detector
then computes cosine similarity between the speech query and
utterance representations. Levin et. al [20] compares several
non-neural network-based techniques for computing fixed-
dimensional representations of speech segments for QbyE,
including principal component analysis and Laplacian eigen-
maps. Chung et. al [21] also present a similar QbyE system
using an acoustic RNN encoder-decoder network.

Kamper, Wang, and Livescu [22] use a Siamese CNN
for obtaining acoustic embeddings of the audio query and
utterances from the database, and train this network by min-
imizing a triplet hinge loss. He, Weiran, and Livescu [23]

present a multi-view RNN approach to derive acoustic word
embeddings, with the intuition that acoustic embeddings for
similar words should be closer to each other compared to
the acoustic embeddings of dissimilar words. The similarity
between words is measured by the closeness of character-based
word embeddings derived from another RNN, which is jointly
trained with the acoustic embedding RNN.

The recent work of Palaz, Synnaeve, and Collobert [24]
proposes a CNN-based ASR system trained on a bag of words
in the speech utterance. The CNN emits a time sequence
of posterior distributions over the vocabulary, which is then
aggregated over time to produce an estimate of the bag of
words. However, we note that their system is trained on a
fixed vocabulary of 1000 words compared with our proposed
open-vocabulary system that does not use word identity. In
addition, the training examples used in their approach use a
stronger supervision of word identity compared with a much
weaker supervision in our proposed model. The next section
presents the architecture of our E2E ASR-free KWS system.

III. END-TO-END ASR-FREE KWS ARCHITECTURE

This section presents an overview of our E2E ASR-free
KWS system as presented in [16], along with various contribu-
tions that are new to this paper. The system is similar in spirit
to a conventional hybrid ASR-based KWS system, with three
sub-systems that model the acoustics, language, and keyword
search.

A. RNN Acoustic Auto-encoder

Motivated by prior work [19], [21] on computing fixed-
dimensional representations from variable length acoustic fea-
ture vector sequence, we use an RNN-based auto-encoder as
shown in Figure 1. The encoder processes T acoustic feature
vectors (x1, . . . ,xT ) by a uni-directional RNN with gated
recurrent unit (GRU) [25] hidden units unrolled over T time
steps. We used GRUs instead of long short-term memory
(LSTM) hidden units due to their faster speed of convergence
and shorter training time. A fully-connected layer with weight
matrix W and D rectified linear units (ReLUs) denoted by
g then processes the hidden state vector he

T from time step
T . A decoder GRU-RNN takes the resulting D-dimensional
acoustic representation g(Whe

T ) as input at each time step
t ∈ {1, . . . , T} to reconstruct the original sequence of T
acoustic feature vectors.

We use the D-dimensional output g(Whe
T ) of the RNN

encoder as the vector representation of the input acoustic
feature vector sequence. This “acoustic model” does not use
any transcribed speech data to train, in contrast with an
acoustic model in a conventional ASR system. Furthermore,
we show later in the paper that this acoustic encoder also need
not have seen data from the target language of interest. These
salient features are in line with our overall goal of making the
entire KWS system ASR-free and train with less supervision.

We use the Adam [26] optimization algorithm to train the
RNN acoustic auto-encoder by minimizing the mean-squared
reconstruction error of the acoustic sequence. We considered
training utterances with a maximum length of 15 seconds
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Fig. 1. This figure shows an RNN acoustic auto-encoder for a T -length
input sequence of acoustic feature vectors through a D-dimensional encoded
representation g(Whe

T ), where g denotes a ReLU activation function.

or 1500 frames at a rate of 100 frames/second. Motivated
by prior work on RNN-based CTC acoustic models [13],
we explored frame-stacking and decimation with a rate of
2. Let each input acoustic feature vector be da-dimensional.
We first appended neighboring frames of the acoustic se-
quence (x1, . . . ,xT ) to get another T -length acoustic se-
quence ([x1 0], [x2 x1], . . . , [xT xT−1]) with 2da-dimensional
feature vectors. We then dropped every even-numbered frame
to get a length-T/2 acoustic feature sequence. This frame
stacking and decimation reduced the training time by nearly
half, since the training time depends linearly on the length
of the input acoustic sequences. Further, it also enabled us to
double the batch size that fits into the GPU memory, which
in turn improved training convergence.

We also compared utterance randomization with length-
based utterance sorting within each batch, and found that utter-
ance randomization significantly improves the mean squared
error (MSE) on the heldout set. We show the impact of both
the above pre-processing steps on quality of the acoustic
embeddings later in the paper. The next section describes
the language model used to produce a fixed dimensional
representation of the text query.

B. CNN-RNN Character LM

We use the CNN-based character RNN-LM architecture
from Kim et. al [27] for deriving query embeddings. Using
character LM is especially useful for out-of-vocabulary (OOV)
queries since such queries are not seen during training. Fig-
ure 2 shows the block diagram of this character LM for the
simple case of 2 convolutional masks. The first layer of this
model maps the input sequence of N characters (c1, . . . , cN )
to a matrix of d-dimensional character embeddings via a look-
up table containing a fixed embedding for each entry in the
character set. Next, M d×w convolutional masks operate on
the resulting d×N embedding matrix to produce a set of M
N -dimensional vectors, one per mask. We note that the length
of the resulting representation still depends on the length of
the input character sequence, N . We thus perform max-pooling
over time on each of these vectors to obtain a scalar per mask
and a length-independent M -dimensional embedding vector.

In order to train this embedding encoder, we feed this
embedding vector into a decoder GRU-RNN that predicts one
out of K characters at each time step. The key difference
between our LM and the one from Kim et. al [27] is that we
train our LM to predict a sequence of characters instead of
words. We train this encoder-decoder model to minimize the
perplexity of a corpus of character sequences.

Fig. 2. This figure shows an character CNN-RNN LM for encoding text
queries. We show two convolutional masks for simplicity.

C. KWS System

The acoustic and query encoders described in the previous
sections extract finite-dimensional embeddings for the input
acoustic sequence and the text query. We first consider a
simple binary KWS task, where the KWS system outputs 1 if
the query occurs in the acoustic sequence and 0 otherwise.
Since the acoustic sequence and query embeddings lie in
different Euclidean representation spaces, computing simple
scores such as cosine similarity between the two embeddings
is not enough. A better strategy is to feed the two embeddings
into a neural network that is trained to detect keywords.
Figure 3 shows the overall E2E KWS system. We extract the
encoders from both the acoustic RNN auto-encoder and the
CNN-RNN character LM, and feed them into a feed-forward
neural network. Preparation of positive and negative examples
is crucial for training this KWS network, and we discuss our
preparation steps in the experiments section. In contrast to
conventional ASR-based approaches to KWS from speech,
the E2E system in Figure 3 is also jointly trainable after the
utterance and query encoders have been pre-trained.

One key difference between our ASR-free KWS system
and ASR-based systems is that the latter give estimates of
time locations of the detected keywords in addition to the
confidence scores. On the other hand, the ASR-free KWS
system only gives the probability of the input query occurring
anywhere in the speech utterance. The next section discusses
our attempt at providing time localization in the ASR-free
paradigm.
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Fig. 3. This figure shows the overall E2E KWS system. The finite-dimensional embeddings from the acoustic and query encoders feed into the KWS neural
network that predict if the query occurs in the utterance or not.

D. Time-Localized KWS System

We consider a simpler variant of the time localization
problem for KWS. We train a KWS system that outputs one
of the following four mutually-exclusive classes:

• Class 0 - Query does not occur in the utterance.
• Class 1 - Query occurs only in the first half of the

utterance.
• Class 2 - Query occurs only in the second half of the

utterance.
• Class 3 - Query occurs in both halves of the utterance.

While this represents a coarse representation of temporal
information, repeated application of this system (e.g. through
binary search) can provide more precise localization of query
terms. Extraction of the text query embedding happens as
before. However, there are two alternatives of deriving the
acoustic embedding. The first option is to extract the acous-
tic embedding over the whole utterance as done before in
the time-independent KWS system. The second option is to
additionally extract an acoustic embedding for each half of
the utterance. Intuitively, the second option appears better for
time-localized KWS because the acoustic embeddings are also
time dependent. We show results using both ways of extracting
acoustic embeddings later in the paper. The overall time-
localized KWS system looks similar to Figure 3, except that
the target labels belong to the four categories described above.
The next section describes our experiments and analysis.

IV. EXPERIMENTS, RESULTS, AND ANALYSIS

A. Data Description and Preparation

We used the Georgian full-language pack from Option
Period 3 of the IARPA Babel program for keyword search
from low resource languages. The training data contains 40
hours of transcribed audio corresponding to 45k utterances and
a graphemic pronunciation dictionary containing 35k words.
We use the 15 hour development audio, 2k in-vocabulary (IV)
keywords and 400 out-of-vocabulary (OOV) keywords for test-
ing. The keywords include both single-word and multi-word

queries. Multilingual acoustic features have been successful in
the Babel program compared to conventional features such as
Mel frequency cepstral coefficients. We use an 80-dimensional
multilingual acoustic front-end [28] trained on all 24 Babel
languages from the Base Period to Option Period 3, excluding
Georgian. This multilingual front-end is a two-stage neural
network that is trained with multi-task learning to predict
context-dependent state targets from the 24 languages.

In order to evaluate the impact of training the acoustic
encoder on limited or no data from the target language
(Georgian), we also extracted multilingual acoustic features for
seven other languages from Babel Option Period 3 - Pashto,
Guarani, Igbo, Amharic, Mongolian, Javanese, and Dholuo.
We then created the following five training sets for the acoustic
encoder in addition to a 40-hour Georgian-only set:

1) ML-40-Geo: 40-hour set including Georgian.
2) ML-35: 35-hour set excluding Georgian.
3) ML-14: 14-hour set excluding Georgian.
4) ML-6: 6-hour set excluding Georgian.
5) ML-1: 1-hour set excluding Georgian.

For the ML-40-Geo set, we randomly picked 5 hours from
each of the seven OP3 languages and Georgian. This set
thus contains around 5 hours of Georgian, which reduces
the amount of Georgian data used to train the system to
1/8th compared with the Georgian-only 40-hour setup. The
ML-x sets (where x = 35, 14, 6, 1) contain no Georgian
data, and represents the situation when we have no Georgian
data available for training the acoustic auto-encoder, but only
a generic multilingual acoustic frontend trained on varying
amounts of data.

The training of the acoustic auto-encoder RNN and CNN-
RNN character LM does not require special selection of
training examples. However, the final time-independent and
time-localized KWS neural networks require a set of positive
and negative examples to train. For this time-independent
system, we first prepared the data for the time-localized KWS
system and mapped classes 1-3 to class 1 (query occurs
anywhere in the speech utterance) to ensure uniformity. We



IEEE JOURNAL OF SELECTED TOPICS IN SIGNAL PROCESSING 5

wanted to keep the training of the KWS independent of the
list of test queries. Hence, we constructed positive examples by
taking all words in the 35k vocabulary and finding a maximum
of 100 utterances that contain each word, along with the
location of the found words in the utterance. We used word-
level forced alignments to assign classes 1-3 whenever the
query occurred in the utterance, which made the time-localized
KWS system not fully ASR-free. However, data preparation
for the time-independent KWS system did not require any
forced alignments. We obtained 112k positive examples over
the three classes with the following distribution: class 1 -
49k, class 2 - 45k, class 3 - 18k. We then selected 112k
negative examples by picking utterances that do not contain
the particular vocabulary word. During these steps, we ensured
good coverage of the acoustic training data by constraining
each acoustic utterance to be picked in only a maximum of
5 positive and negative examples. We also excluded acoustic
utterances that did not contain speech. The final training set
contained 224k examples. We mapped classes 1-3 to class
1 to create the 2-class training set for the time-independent
KWS system. The ASR-free KWS system picked the class
with the maximum posterior probability during testing. This
corresponded to a threshold of 0.5 for the binary time-
independent case.

We note that keyword search is an inherent imbalanced
problem, since it involves detecting the keyword of interest
among a much larger number of non-keywords. However,
an ASR-based KWS system is trained to hypothesize several
candidate word sequences in the form of a lattice. This fine-
grained supervision and prediction enables it to prune out non-
keywords very effectively. Giving more detailed supervision to
the ASR-free system while retaining its simplicity and ease of
training is an important topic of further research. Hence, for
this initial work, we constructed and used balanced training
and test sets.

We processed the development audio and test queries in
similar fashion. We considered all possible occurrences of
the test queries in the development audio, and assigned them
classes 1-3 using forced alignments. We then picked an equal
number of negative examples and labeled them as class 0.
Table I gives the number of samples for the 4-class test set.
We mapped classes 1-3 to class 1 in the above test set to obtain
the time-independent test set.

TABLE I
THIS TABLE GIVES THE NUMBER OF TEST SAMPLES FOR EACH OF THE 4

CLASSES FOR IV AND OOV QUERIES.

Query Type Class 0 Class 1 Class 2 Class 3
IV 9.7k 3.9k 4.3k 1.5k

OOV 515 172 218 125

B. Acoustic Auto-encoder

We implemented the system in Keras [29] and Theano [30].
We used single-layer RNNs with 300 hidden GRU neurons in
the acoustic encoder and decoder. Deeper architectures did
not give gains in performance. We unrolled both the RNNs

for 15 seconds or 1500 time steps which is the length of
the maximum acoustic utterance in the training data set. In
case of frame stacking+decimation experiments with rate =
2, we reduced this length to 1500/2 = 750 time steps. We
padded all acoustic feature sequences to make their length
equal and excluded these extra frames from the loss function
and gradient computation.

We used a linear dense layer of size 300 to compute the
embedding from the final hidden state vector of the encoder
RNN. We trained the acoustic auto-encoder by minimizing
the mean-squared reconstruction error of the input sequence
of acoustic feature vectors using the Adam optimization al-
gorithm [26] and back-propagation through time with a mini-
batch size of 40 utterances and learning rate of 1× 10−3. We
used the “newbob” annealing schedule [31] by reducing the
learning rate by half whenever the validation set loss did not
decrease sufficiently.

C. Training Strategies for Acoustic Auto-encoder

As mentioned previously, we experimented with several
strategies to improve the training of the acoustic encoder.
Figure 4 shows the validation mean-squared error (MSE) of
the acoustic auto-encoder for the case of randomizing (green
plot) and sorting utterances (blue plot) according to length
while creating mini-batches for training. We observe that the
randomized mini-batches have significantly lower MSE than
the sorted mini-batches. We achieved further improvement in
MSE by additionally performing frame stacking+decimation
with rate = 2 and using a higher batch size of 80 from the
previous 40. Overall, we obtain a relative reduction of 19%
in MSE with these additional strategies compared with sorted
mini-batches which we used in our prior work. We note that
these training modifications are language-independent and can
be expected to work for other target languages as well. When
we set out to make these improvements, we were not sure that
improved fidelity of the acoustic auto-encoder does guarantee
improved ASR-free KWS performance. However, it turns out
that this reduction in MSE has a direct and notable impact on
KWS performance, as we illustrate later in the paper.

We used the best configuration of the acoustic auto-encoder
(with utterance randomization, frame stacking+decimation
with rate = 2, batch size = 80) for training over the multilingual
training sets and all KWS experiments.

TABLE II
THIS TABLE COMPARES THE 2-CLASS TIME-INDEPENDENT KWS

ACCURACY OF THE ASR-FREE KWS AND DNN-HMM HYBRID ASR
SYSTEMS FOR IV AND OOV QUERIES.

Query Type → IV OOV
DNN-HMM (2gm word LM) 77.78 50.0 (chance)

DNN-HMM (4gm grapheme LM) 70.74 57.26
E2E ASR-free 68.22 70.77

D. CNN-RNN Character LM

We used all the acoustic transcripts for 40 hours of the
Georgian training set and converted them to grapheme se-
quences using the word-to-grapheme dictionary. We broke
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Fig. 4. This figure shows the validation loss of the RNN acoustic encoder-
decoder for four different training strategies as training proceeds. Each training
part (x-axis) corresponds to roughly 2 hours of training audio. Training with
utterance randomization, stacking+decimation at rate = 2, and batch size (BS)
= 80 gives the lowest validation mean-squared error (MSE).

sentences longer than 50 graphemes into smaller chunks for
preparing mini-batches, since the maximum length of a query
is 23 graphemes. We used 50-dimensional embeddings for
each grapheme and 300 convolutional masks of size 50 × 3,
which resulted in a 300-dimensional embedding for each input
sequence. The decoder RNN used 256 GRUs and a softmax
layer of 39 neurons at each time step. We minimized the cross-
entropy of the output grapheme sequence, and used Adam with
a mini-batch size of 256 sequences, learning rate of 1×10−3,
and the newbob annealing schedule as described before.

E. ASR-based KWS System for Topline Performance

To get the topline KWS performance, we trained a hybrid
DNN-HMM system for Georgian using the 40-hour Georgian
training data and multilingual features. This ASR system used
6000 context-dependent states in the HMM and a five-layer
deep neural network with 1024 neurons in each layer. We
trained this network first using the frame-wise cross-entropy
criterion and then using Hessian-free sequence minimum
Bayes risk (sMBR) training [32], [33]. We used two LMs - a
bigram word LM trained on a vocabulary of 35k words and a
4-gram grapheme LM trained over 39 graphemes. The word
error rate (WER) of this hybrid ASR system is 41.9%.

Given this trained ASR system, one can perform a full
lattice-based keyword search with several steps and tricks
that have been found to significantly improve performance
in recent KWS projects such as the IARPA Babel program.
This includes using a very high beam for generating lattices,
using grapheme confusion models for query expansion, and
various strategies for score normalization. Unfortunately, many
of these steps do not have parallels in the current ASR-
free paradigm. For example, an ASR-free system does not
generate a lattice of word hypotheses and does not use a
grapheme confusion model for query expansion. Incorporating
these steps into the ASR-free system is a significant direction
for future work. Hence, for the purpose of this paper, we
performed KWS over the 1-best transcript obtained by Viterbi

decoding of the development audio, instead of the full-blown
lattice-based KWS for simplicity and a fair-comparison to the
E2E KWS approach. For OOV queries, we did not perform any
query expansion using confusion models, and simply searched
for the query’s grapheme sequence in the 1-best hypothesis
grapheme sequence. The first two rows of Table II show the
2-class classification accuracy of the ASR-based systems.

F. Time-independent KWS Neural Network

After training the acoustic RNN auto-encoder and CNN-
RNN character LM, we removed the decoders from both
models, concatenated the encoder outputs (resulting in a 600-
dimensional vector), and fed them into a fully-connected
feed-forward neural network with one ReLU hidden layer of
size 256. The output layer contained two softmax neurons
that detect whether the input query occurred in the acoustic
utterance or not. We used the same 40-hour Georgian training
set. We used Adam to train this network by minimizing the
cross-entropy loss with a batch size of 128 examples, learning
rate of 1 × 10−3, and the newbob learning rate annealing
schedule. We first back-propagated the errors through this
KWS network only for a few epochs, and then through the
entire network. The latter did not have a significant impact on
KWS accuracy.

We then tested the KWS network on the test set of 2k in-
vocabulary (IV), 400 out-of-vocabulary (OOV) queries and 15
hours of development audio. Table II shows the classification
accuracies of the DNN-HMM ASR system and the proposed
E2E ASR-free KWS system. We obtain a classification
accuracy of 68.22% on IV and 70.77% on OOV queries. As
expected, the IV performance is lower than that of the hybrid
ASR system using 2-gm word LM. But it is interesting to note
that the OOV performance of the E2E ASR-free is significantly
higher than the hybrid system using 4-gm grapheme LM. This
result is encouraging, since the hybrid system uses word-level
transcriptions for training the acoustic model and several times
more training time than the E2E ASR-free KWS system.

We wanted to compare the errors committed by the ASR-
free system with those committed by the ASR-based system.
Hence we divided the test set examples for IV queries into two
parts - when the ASR-based system was correct, and when the
ASR-based system was incorrect. For each of these parts, we
can compute the probability of the ASR-free KWS system
being correct using the posterior probabilities of classes 0 and
1. Figure 5 shows the histograms of this probability for the
two parts of the test set. We observe that in cases the ASR
system is correct (top, red), the ASR-free system also has a
high probability of being correct in most of the test examples.
In cases when the ASR system is incorrect (bottom, blue),
the probability of the ASR-free system being incorrect is less
lopsided.

G. Impact of Multi-lingual Acoustic Encoder

We next analyzed the impact of training the acoustic encoder
on multiple languages with little or no Georgian training data.
We trained acoustic encoders on the five training sets described
before - ML-40-Geo, ML-35, ML-14, ML-6, and ML-1. We
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Fig. 5. This figure shows the histograms of the probability of the ASR-
free system being correct when the ASR-based system is correct (top, red)
and incorrect (bottom, blue) for IV queries. The y-axes in both histograms
represent counts of these respective events.

then trained time-independent KWS systems using acoustic
embeddings from these five encoders. Table III and Figure 6
show the KWS performance for these systems along with
the performance for the baseline KWS system using acoustic
embeddings trained only on Georgian.

We conclude from Figure 6 that only approximately 15
hours of the multi-lingual data are sufficient to train rea-
sonably powerful acoustic embeddings that perform within
3% of the embeddings trained with 40 hours of Georgian.
This allows skipping the training of a language-dependent
acoustic encoder completely by using an off-the-shelf multi-
lingual encoder, which further reduces the training time of the
overall KWS pipeline by more than 50%. Table III shows that
adding mere 5 hours of Georgian (ML-40-Geo) to the acoustic
embedding training data can bring the KWS performance
to within approximately 1% of the full system. It is also
interesting to note from Figure 6 that the quality of the acoustic
embeddings (validation MSE) is indeed correlated with the
KWS performance. It is an open research question whether
the quality of the query embeddings also shows the same
correlation.

TABLE III
THIS TABLE COMPARES THE 2-CLASS TIME-INDEPENDENT KWS
ACCURACY OF THE ASR-FREE KWS SYSTEMS USING ACOUSTIC

ENCODER TRAINED PURELY ON GEORGIAN AND ENCODERS TRAINED ON
A MIXTURE OF OTHER LANGUAGES.

Training Data Georgian/Tot Hrs IV OOV
Georgian 40/40 68.22 70.77

ML-40-Geo 5/40 66.99 70.00

H. Time-localized Keyword Search

We next set up the time-localized KWS training using
the 4-class training label setup described previously and a
concatenation of three acoustic embeddings corresponding to
the overall utterance and its two halves. We used the same

Fig. 6. This figure shows the validation mean squared error (MSE), and
IV/OOV KWS accuracies (Acc.) for 2-class time-independent ASR-free KWS
for different amounts of multi-lingual training data (excluding Georgian) used
for the acoustic encoder. The y-axis represents the MSE for the blue (top)
curve and classification accuracy for the bottom two curves.

neural network structure as in the time-independent case and
used the same optimizer settings. To understand the additional
impact of including acoustic embeddings from the two halves
of the utterance, we also trained a 4-class classifier using just
the overall utterance-level acoustic embedding.

Table IV shows the classification accuracies for both IV
and OOV queries. The chance accuracy is 50% corresponding
to predicting class 0 every time, i.e. the query does not
occur in the utterance. We observe that not only do the
classifiers perform above chance, including the left and right
half acoustic embeddings leads to an increase in classification
accuracy. This increase is bigger for OOV queries compared
to IV queries, and shows that the time-localized acoustic
embeddings help in KWS performance.

TABLE IV
THIS TABLE COMPARES THE 4-CLASS TIME-LOCALIZED KWS ACCURACY

OF THE ASR-FREE KWS SYSTEMS.

Acoustic Embedding IV OOV
Utterance 52.15 52.77

+ left/right half 53.26 56.41

V. CONCLUSIONS AND FUTURE WORK

This paper presented an end-to-end ASR-free system for
text query-based keyword search from speech, in contrast
to conventional ASR-based approaches. The system uses an
RNN-based acoustic encoder, a CNN-RNN character LM for
encoding the text query, and a KWS neural network that
uses the acoustic and query embeddings to predict whether
or not the query occurs in the utterance. This system trains
with minimal supervision and an order of magnitude faster
than compared with ASR-based KWS systems. We improve
our acoustic embeddings through utterance randomization and
frame stacking+decimation, which leads to a 20% relative
improvement in KWS performance. We show that the resulting
ASR-free KWS system performs significantly better than an
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ASR-based system for OOV queries and comparably for IV
queries. Next, we show that it is possible to train effective
acoustic embeddings with little or no acoustic data for the
target language of interest. Hence, the ASR-free KWS system
can use off-the-shelf generic acoustic embeddings and not lose
performance significantly. We also explore the design of a
time-localized KWS neural network that predicts the location
of the keyword, that opens up the possibility of predicting an
even finer time location, e.g. through binary search.

To summarize, the key advantages of our ASR-free KWS
system are: (1) It is more than an order of magnitude faster to
train than an ASR-based system (2) The acoustic encoder does
not require data from the target language of interest for training
(3) Our time-localization results pave the way for future work
on finding precise time locations in a binary search fashion.

There are several directions for future work. First, more
work needs to be done to improve the performance of the
time-localized KWS system. Second, it will be interesting
to correlate the quality of acoustic and query embeddings
with KWS performance across multiple modeling choices and
analyze which factor leads to the biggest improvement in KWS
performance. The impact of supervised training of the acoustic
embeddings on KWS performance also remains to be seen.
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