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1.1 INTRODUCTION

It is a basic observation about computing that generality and efficiency are in some
sense inversely related to one another; the more general-purpose an object is and
thus the greater the number of tasks it can perform, the less efficient it will be in
performing any of those specific tasks. Design decisions are therefore almost always
compromises; designers identify key features or applications for which competitive
efficiency is a must and then expand the range as far as is practicable without unduly
damaging performance on the main targets.

This thesis has certainly been true in processor architecture of computers aimed
at computationally intense problems. Vector processors and vector supercomputers
have targeted computationally intense, array-oriented floating point problems, usually
in the hard sciences and engineering, but have not sacrificed the necessary speed on
their core applications in order to be all things to all people. Thus, on computationally
intense problems that do not fit well on traditional supercomputers, perhaps due to
such things as integer arithmetic or scalar code, fast workstations can often outperform
supercomputers.

To counter the problem of computationally intense problems for which general-
purpose machines cannot achieve the necessary performance, special-purpose proces-
sors, attached processors, and coprocessors have been built for many years, especially
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in such areas as image or signal processing (for which many of the computational
tasks can be very well defined). The problem with such machines is that they are
special-purpose; as problems change or new ideas and techniques develop, their lack
of flexibility makes them problematic as long-term solutions.

Enter the FPGA. Field Programmable Gate Arrays, first introduced in 1986
by Xilinx [34], were seen rather immediately by a few people to offer a totally
new avenue to explore in the world of processor engineering. The great strength
of the computer as a tool is in its ability to be adapted, via programming, to a
multitude of computational tasks. The possibility now existed for an FPGA-based
computing device not only to be configured to act like special-purpose hardware
for a particular problem, but to be reconfigured for different problems and for this
reconfiguration to be a programming process. By being more than single-purpose,
such a machine would have the advantage of being flexible with at least a limited
range of different applications. By being programmable, such a machine would open
up "design of high-performance hardware" to individuals who can "design hard-
ware" in an abstract sense but not a concrete sense. Finally, by being designed to
operate as if they were hardware, the applications for these machines can achieve
the hardware-like performance one gets from having explicitly parallel computa-
tions, from not having instructions and data fetched and decoded, and from hav-
ing the ability to design processing units that reflect precisely the processing being
done.

It is no exaggeration to say that machines using FPGAs as their processing
elements have demonstrated that very high performance on an absolute scale, and
extraordinary performance when measured against price, is possible with this tech-
nology. The PeRLe machines built at DEC's Paris Research Laboratory have been
programmed on a number of applications with impressive results [7, 8, 9, 31]: An
implemented multiplier can compute a 50-coefficient, 16-bit polynomial convolution
FIR filter at 16 times audio real time. An implementation of RSA decryption executes
at 10 times the bit rate of an AT&T ASIC. A Hough Transform implementation for
an application in high-energy physics achieves a compute rate that a standard 64-bit
computer could not equal without a 1.2 GHz clock rate.

As can be seen from the later chapters of this book, some of the applications
programmed on Splash 2 have achieved similarly promising results. It was a general
observation made by those involved in the Splash 2 project that, on applications that
fit the machine, one Splash 2 Array Board could deliver approximately the compute
power of one Cray YMP processor. One of the commercial licensees of the Splash 2
technology sells its system for about $40,000. Of course, not all applications fit well,
and most that do not fit well actually fit very badly indeed, but this is nonetheless a
performance-to-price ratio substantial enough to warrant continued investigation and
experimentation.

The idea of reconfiguring a computer is certainly not new. The Burroughs
B1700 had multiple instruction sets with different targets (Fortran, COBOL, and
such) implemented with different microcode. In another way, the Paris functions of
the Thinking Machines Corp. CM-2 differed from one version to the next. In the
former case, standard views of hardware instructions were implemented. In the latter
case, with a novel machine and a new architecture, we presume that an effort was
made to implement function calls that users were seen to need and to delete unneeded
functions when the instruction store ran out.
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A certain amount of disagreement exists over what label to give to these
machines and how to refer to them. The group at DEC's Paris research lab refers
to their machine as a Programmable Active Memory (PAM) [7, 9, 29, 31]. Another
commercial entity uses the term "virtual computer" [12]. From Brown University
we have Processor Reconfiguration through Instruction Set Metamorphosis (PRISM)
[4, 5, 6, 32]. We have already used the term "FPGA-based computing device" here.
That none of these are truly satisfactory was evidenced in the spring of 1994 when the
comp. a r c h . f pga newsgroup was discussed and established; the most contentious
point was over the name. Both the new newsgroup and the IEEE workshops we have
organized use the term FPGA, thus being in some sense bound in terminology to a
particular technology (unless, of course, one can convince the developers of the next
technology that its name should allow FPGA as its acronym). We have chosen to
use the term Custom Computing Machine (CCM). None of these terms is perfect,
but we believe that this one is no worse than any of the others.

The work on CCMs also differs from what is considered reconfigurable com-
puter architecture, in that the term "reconfigurable" usually refers to a much higher
level of the system. In the case of CCMs, that which is reconfigurable and significant;
by virtue of its reconfigurability is the "processor architecture" itself. A reconfig-
urable computer, by contrast, is likely to be either a multiprocessor in which the
interconnections among the processors can change, or a heterogeneous machine with
processors of different kinds that a user can choose to include or exclude in the view
he/she has of "the computer."

It is to be emphasized that this is not a mature computing technology and that
CCMs are not a panacea for all problems in high-performance computing. Among
the many issues and problems are the following:

1. Are FPGAs large enough, or will they become large enough, so that a significant
unit of computation can be put on a single chip so as to avoid both the loss
of efficiency in going off-chip and the problems in partitioning a computation
across multiple chips?

2. With current technology, even in the best of circumstances, the user must be
exposed to the hardware itself. What is the level of understanding about chip
architecture, signal routing delays, and so forth, that a "programmer" must know
in order to use a CCM? How much more must be known in order to obtain
the performance that would warrant using a CCM instead of a general-purpose
computer?

3. If these machines are to be viewed as "computers," then they must be capable of
being programmed. How will this be done? What sort of programming language
is appropriate? How do we "compile" when we have eliminated the underlying
machine model?

4. Granting the point that these are limited-purpose, but not special-purpose,
machines, what is the range of architectures needed to cover the spectrum
of applications for which these machines make sense?

5. What are the cost/performance figures necessary to make this a viable approach
for getting a computing task done? General-purpose machines are cheaper and
easier to use but can be slow. ASICs and special-purpose devices are faster
but more expensive in small quantities, take longer to develop, and are hard to
modify. Where might CCMs fit between these two?
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One problem faced by those involved in Splash 1 and Splash 2 at the Super-
computing Research Center2 has been a stubborn refusal from some quarters to
believe that achieving high performance on a CCM is possible without a design
or programming agony so great as to be offputting to all but the most dedicated
of "application designers/programmers." Even in the face of our evidence to the
contrary, the case has been difficult to make to some critics.

The case is especially hard because what is needed is to build a complete
hardware system, to create or cause to be created a programming environment worthy
of being called a programming environment, and then to develop a variety of different
applications so that the proof of concept is complete. Further, since the goal is
to demonstrate a competitive performance with more expensive and sophisticated
machines, the CCM must be big enough to do real work and to be part of complete
computational processing environments; it cannot be just a toy machine suitable
only for doing kernels of problems. To our knowledge, only two such machines
have been built that meet these criteria—Splash 2 and the larger of the DEC PAM
systems.

The goal in this book is to present the Splash 2 experience as a whole. Splash 2
was designed and developed in an iterative process from top to bottom to top and
back again.

1.2 THE CONTEXT FOR SPLASH 2

1.2.1 FPGAs

FPGAs in general have a wide spectrum of characteristics, but the FPGAs used for
CCMs have been of two distinct types. The Xilinx XC4010, a typical example of
one type, is a chip containing a 20 x 20 square array of Configurable Logic Blocks
(CLBs) [34]. Each CLB can serve one of three functions, either as two flipflops, or
as Boolean functions of nine inputs, or as 32 bits of RAM. The function use has
two 4-input functions, each producing an output; these two bits combine with a ninth
input in a 3-input Boolean function. The RAM usage simply takes advantage of the
fact that the 4-input functions are done with lookup tables to allow the input bits to
be viewed as addresses.

Connecting the CLBs to one another and to special Input Output Blocks (IOBs)
on the periphery of the chip are routing resources running from CLB to CLB, skipping
one CLB, or running the full length of the chip. Configuration of the FPGA is done
by loading a bit file onto on-chip RAM.

In contrast to the relatively coarse granularity of the Xilinx chips, the second
type of FPGA, by Algotronix, Ltd., and by Concurrent Logic, Inc. [1, 13], is fine-
grained. The Algotronix chip is a 32 x 32 array of 2-input, 1-output Boolean function
logic cells, with the signal lines running only point to point from one cell to its
neighbors in each rectangular direction.3

2The Supercomputing Research Center was renamed the Center for Computing Sciences in May
1995, but will be referred to throughout this book as SRC.

3Algotronix is now a part of Xilinx.
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To a first-order approximation, the chips first marketed by Concurrent Logic and
now by Atmel4 resemble the Algotronix chip. Interestingly enough, the unscientific
best-guess estimates at the SRC in the fall of 1991, when Splash 2 was being designed,
suggested that the then-high-end XC4010 and Concurrent Logic CLi6000 chips had
roughly the same "compute power" in spite of the radically different architectures.

1.2.2 Architecture

There have been several architectures proposed and built for CCMs. Although any
taxonomy runs the risk of pigeonholing some particular machine into a category
distasteful to its designer, the following is a reasonable categorization.

Special-Purpose Devices. The first and most obvious use of FPGAs for
CCMs is in special-purpose machines built to perform a particular computation or
kind of computation and not intended to be very flexible, except perhaps from one
instance of the problem to the next. There have been several machines built for neural
network computations (Ganglion, for example [15]). Here, the computation is clearly
parallel, the individual compute nodes are neither standard nor very large, and one
feature of neural nets is that a moderately high degree of connectivity is desired
among the compute nodes; but the precise connectivity and multiplier constants at;
each compute node vary from application to application. Other applications for which
special-purpose devices have been built include statistical physics, embedded control,
and network control [14, 19, 25, 33].

Somewhat more general than a special-purpose device, but still very much in
a narrow band of applications, is the use of an FPGA-based computer for rapid
prototyping, not just of ASICs or of single circuit boards, but of an entire system. A
CCM can be a complete system—processors, memory, data path, and so on—at the
block diagram level, and the characteristics and details needed can be programmed
into functioning hardware. Similarly, in an appropriate niche market, a CCM could be
used in low-volume applications, cheaper in development cost than special-purpose
hardware but faster than what one could obtain from a programmed microprocessor.

Coprocessors. One of the most tantalizing possible uses for FPGAs as com-
pute resources is as coprocessors tightly coupled to the main processor of a computer.
The development of RISC processors has meant that some instructions that used to
be part of a processor's repertoire are no longer present; these functions must now
be performed in software routines that are inherently slower. Some computations
have natural kernels that have never been part of the instruction set architecture of
any processor. Much of the PRISM [4, 5, 6, 32] work has focused on two points:
1) the language, compiler, and system issues involved in determining that a par-
ticular core computation occurs frequently enough that it warrants being put onto
the coprocessor, and 2) arranging the computation so that "hardware" exists in the
FPGA coprocessor when it is needed and that data can be transferred to and from
the coprocessor at speeds great enough to make use of the coprocessor worthwhile.
Several such machines are described in [17, 18, 21, 22, 23, 24, 30]. In a similar vein,
the SRC worked with Thinking Machines Corp. on the production of the "CM-2X,"

4National Semiconductor also had rights to and sold a version of this chip.


