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1.1 INTRODUCTION

How do you handle a stream of input patterns whose interpretation may depend on the patterns
that preceded it? Many researchers have been interested in patterns that extended over time
and connectionist mechanisms, also known as neural networks, that store salient informa-
tion between input presentations. Problems in control, language processing, and time-series
prediction begged for connectionist solutions.

One solution to the problem of temporal processing is an approach utilizing dynamical
recurrent networks (DRNs). DRNs are connectionist networks whose computational units
assume activations based on the activation history of the network. The distinguishing charac-
teristic of DRNs is their ability to map sequences of input vectors distributed across time into
output vector sequences. In this sense, DRNs can be viewed as vector-sequence transducers.
Although feedforward networks can also generate such sequences, DRNs differ in that they
can generate different output vectors for the same input pattern—a choice depending on the
existing input—history-dependent context.

Just as there are many ways for connectionist techniques to classify, restore, or cluster
patterns, there are many DRN approaches for solving temporal problems. One may process
moving windows in time, as Sejnowski and Rosenberg did with NETtalk (Sejnowski and
Rosenberg, 1987). The units in the network might simply have self-connections to provide
decay of activation (Jordan, 1986a). This process could be extended to larger units of recurrent
information passing through multiple layers of processing (Elman, 1990). The search space
for DRN solutions is enormous due to the choices of handling temporal information and how
that information will be processed.

This search space contains enough varieties of DRNs to require some sort of catalog to
guide the novice through all the combinations of mechanisms and applications. This book,
or more appropriately, this field guide, fills this need. Why a field guide? Field guides, such
as those employed by bird watchers and other admirers of nature, generally catalog various
species of animals and their habitats. They also help their readers gain a better insight into
the relationships among the various species and their environments by drawing attention to the
relevant features that have been adopted to thrive in various niches.

The DRN literature has recently witnessed a dramatic proliferation of species and be-
haviors, with every conference and journal spawning new architectures and algorithms. At
the same time, we have seen a migration of DRNs across an ever increasing area of problem
domains. While there have been many specialized papers published on architectures, issues,
and applications, novice DRN watchers (and even those who have been working in the field
for some time) have dreamed of a more general and comprehensive reference to overview the
field. For this reason, we were compelled to document our forays into artificial intelligence,
control theory, and connectionism in search of DRNs.

Like other field guides, this book begins by teaching the reader to be a better observer.
This lesson is supplemented by examining the challenges that DRNs face. In addition to the
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architectures and approaches, we emphasize the issues driving the development of this class
of network structures. Knowing these issues outfits the reader with tools to understand and
evaluate the merits of the architectures described in the book. These tools will help the reader
analyze and exploit other architectures, both current and future, as well.

This field guide also describes the most common species a researcher or developer is
likely to encounter during typical DRN—watching trips to the forest of scientific and engineer-
ing literature. We will identify salient features of the DRNs and their various instantiations
that help one to better understand these networks and the relations between the various species.
Toward this end, we have attempted to present all relevant details in consistent notation and
terminology.

Although it is important to know the architectural and algorithmic details of the different
species of DRNs, it is probably more important to know their natural habitats. This information
is especially critical to those trying to implement real systems based on these networks. We
will, therefore, address the critical issue of how to apply these systems to real problems.
Understanding the demands of various applications and how they can be met will permit the
user to judiciously select and tune DRNs for new applications.

We have enlisted a diverse collection of researchers and practitioners in the area of DRNs
to write various chapters of the guide. Their years of experience and differing viewpoints
provide a more rounded presentation of the material than would be possible in a book with
only one or two authors. Since there are almost as many reasons for researching DRNs as there
are researchers, it is essential that a guide to DRNs reflect these differing objectives. Although
we could try to paraphrase the reasons for their interest in DRNs, we believe that only the
practitioners themselves can do justice to such an explanation.

1.2 DYNAMICAL RECURRENT NETWORKS

Our world is full of time-dependent processes. The daily cycle of light and dark, the changing
of seasons, the periodic beats of our hearts, are all examples of systems that change over
time. Almost any real system you can think of has some notion of temporal changes, although
we often do not think of them in that way. Consider a light switch. Although there is a
minuscule delay between closing the switch and the light turning on, we can ignore the signal
propagation delay owing to the speed of light and consider the system to be time independent.
These simplifications allow us to reason about complex systems and devices getting bogged
down in detail.

In some systems, however, the time-dependent behavior is clearly important. A vending
machine must release both your beverage and your change after you deposit a sufficient number
of coins. Since you cannot simultaneously deposit more than one coin at a time, the machine
must remember how much money had been deposited since the last sale. The behavior is
context dependent since the machine will react differently to a coin depending on the previous
coinage. A simple finite-state automaton can be used in this situation to store the current total
coinage. Such a machine will have several distinct states, one for each possible increment of
coinage it may receive. The representation of the coinage is the state of the finite-state machine.
It will accept nickels, dimes, and quarters as "input" until the total amount is reached. If more
than this amount has been fed to the machine, it will automatically release enough coinage to
maintain the correct amount of money for the beverage. Once this state has been achieved, the
user selects an item (via the Select input), the beverage is released, and the machine returns to
its initial state.

The light switch and vending machine represent two disjoint classes of machines defined
by the time dependence of their behavior. In digital circuit theory, this distinction also underlies
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the division between combinatorial and sequential circuits. In combinatorial circuits, the
behavior of the mechanism is totally determined by the current input. A NAND gate, for
instance, should respond only to the voltage levels present at response time.

Sequential circuits, on the other hand, are sensitive to the temporal history of their inputs.
The prime example of a sequential circuit is the fundamental memory unit, the flip-flop. In order
to perform to its specification, the flip-flop contains an internal state that changes according to
the inputs it receives. Internal state allows input signals to affect future output behavior.

Unfortunately, this definition is not broad enough; one could argue that the physical
implementation of an NAND gate has an internal state. The electric signals cannot travel
faster than the speed of light, so any output behavior must be in the future of the input event.
The same can be said for multilayered feedforward neural networks. The activations of the
hidden units constitute the internal state of the network. If one looks at the behavior in the limit
(i.e., the action of the device if the inputs were to remain constant for a very long period of time),
we do see a difference. The NAND gate will experience short-lived transients and will settle on
a stable output. The network will also produce its own transients due to the pipelined nature of
its processing, but once the input exits the pipeline, the network will generate the same behavior
over time. Usually, the transients are considered a side effect of the implementation and are
not considered part of the functional specification. Those systems with very short transients
(relative to the time course of interest) can be considered to lack a temporal component like
the NAND gate.

Like digital circuits, connectionist models consist of a number of processing units con-
nected with one or more other processing units. A processing unit displays activity, o. This
activity is dependent on the activity of the processing units connected to it. The connections
can be either excitatory or inhibitory. That is, if a processing unit has an excitatory connection
with another highly activated unit, it too will raise its activity level. Inhibitory connections,
on the other hand, decrease the activity level of the processing unit when the other unit is
active. Connections are weighted, that is, they have a numerical value associated with them
that scales the input arriving on that connection. The signs of these weights indicate excitatory
or inhibitory connections. The quantity wij refers to the connection strength from unit j to unit
/. The collection-weighted input to a unit is the net input, ]P WijOj. The activation of a unit is
computed from the net unit using an activation function. Common activation functions include
the sigmoid, g(x) = sigmoid (x) = yq^r, and the hyperbolic tangent, g(x) = tanh(x).

The most common connectionist architecture is the feedforward network. These net-
works consist of one or more layers of processing units. These layers are arranged linearly
with weighted connections between each layer. All connections point in the same direction—a
previous layer feeds into the current layer and that layer feeds into the next layer. Information
flows from the first, or input, layer to the last, or output, layer. The input layer is distinguished
by its lack of incoming connections. Similarly, the output layer is deprived of outgoing con-
nections. The remaining layers possess both types of connectivity and are referred to as hidden
layers.

Feedforward networks share many properties with combinatorial digital circuits. First,
the fundamental discrete logic gates, such as AND, OR, NOT, and NAND, are implementable
as linear combinations subjected to a high-gain transfer function (e.g., g(x) = sigmoid(50.x;)).
More imporantly, both display directed acyclic connectivity graphs. Cyclic connectivity is the
magic behind the digital memory device, the flip-flop. As such, neither mechanism can store
state information from one input presentation to the next.

Thus, feedforward networks merely transform representations. The real power of such
networks comes from selecting vector representations that embody the desired topological
relationships. The success of an application based on feedforward neural networks rests on
the designer knowing these constraints ahead of time. The designer, for instance, should select
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representation vectors which ensure that all "noun" vectors should occupy a small region of
word vector space. This constraint, and others like it, have guided researchers in constructing
representations and is one of many programming aspects of neural networks. The problems
to which feedforward networks have been applied have one constraint in common. These
tasks are temporally independent: the "what" of current input unambiguously determines the
current output independent of "when" it occurs. As demonstrated above, many problems are
context dependent and thus demand connectionist architectures capable of encoding, storing,
and processing context for later use.

A class of connectionist models known as dynamical recurrent networks (DRNs) is often
brought to bear in these situations. In DRNs, the current activation of the network can depend
on the input history of the system and not just the current input. Unlike their feedforward
brethren, DRNs offer a diverse set of processing unit connectivity. Units can connect to
themselves. Layers of units can project connections to previous layers of the feedforward
network. DRNs can even exhibit arbitrary connectivity. All of these patterns share one thing
in common—somewhere in the connectivity graph lies a cycle.

Some DRNs, however, have acyclic graphs. These networks utilize time delays to spread
the effective input across time. Their output is determined by a moving window of previous
inputs. Hence, the current output of the network depends on the network's input history. These
networks are considered DRNs as well.

The networks with cycles have the potential to dynamically encode, store, and retrieve
information much like sequential circuits. As such, DRNs can be thought of as neural state
machines. The recurrent connectivity of the network produces cycles of activation within the
network. This connectivity allows the network to have a short-term memory of previous experi-
ences, as these experiences may have some effect on the cycling activation and may later affect
the processing of the network well after the stimuli have passed. This idea, known as reverbera-
tion, can be traced to the work of McCulloch and Pitts (1943) (which also prompted the develop-
ment of sequential circuits and finite automata). The memory component of DRNs suggests that
they would serve as excellent candidates for solving problems involving temporal processing.

The connectionist techniques used to solve these problems are diverse. The DRN imple-
mentor faces several difficult questions. How will the processing units be connected? Is the
connectivity pattern sufficient to solve my problem? How do I find the connectivity weights?
By addressesing the architectures, capabilities, algorithms, limitations, and applications of
DRNs, we hope the reader will be able to find answers to these, and other, questions regarding
this fascinating mechanism.

1-3 OVERVIEW

The book is divided into five parts. The first part presents an overview of DRN architectures.
Once the reader has become familiar with the range of speciation in the DRN phylum, we turn
to exploring their computational capabilities in Part II. The third part introduces algorithms for
inserting and extracting knowledge from DRNs. Part IV then discusses the computational and
representational limitations of the sequence transducers. We conclude the book with several
field studies of DRNs in their natural habitats—applications.

1.3.1 Architectures

DRNs are the connectionist approach to the processing of spatio-temporal data. For
instance, we may need to predict the next element of time series, decide on an action, or
clean a noisy signal, given historical information. To address such problems, DRNs must be
sensitive to the sequential properties of their inputs. Internal memory, capable of storing salient


